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High throughput screens producing image data, are becoming increasingly easy to
perform. Nevertheless, manual evaluation of image data is impractical because it is not
only time intensive, but also prone to error. The model organism C. elegans is frequently
used to study fundamental questions in development and behavior and is particularly
amenable to high throughput screening due to its small size and ability to be cultured in a
well of a 96 well plate. In this thesis I will describe an automated image analysis system
(DevStaR) for quantitative phenotyping of embryonic lethality and sterility from
populations of C. elegans in 96 well plates. This image analysis system counts each
developmental stage in an image of a C. elegans population, allowing efficient high
throughput calculation of C. elegans viability phenotypes.
DevStaR is an object recognition machine comprising several hierarchical layers that
build successively more sophisticated representations of the objects (developmental
stages) to be classified. The algorithm segments the objects, decomposes the objects into
parts, extracts features from these parts, and classifies them using a Support Vector
Machine (SVM) and global shape information. This enables correct classifications in the
presence of complicated occlusions and deformations of the animals. Features of the
classified objects are then used to obtain a count of each developmental stage.
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I have used this system to analyze phenotypic data from approximately 50 C. elegans
genome wide genetic interaction screens, as well as a genome wide RNAi screen in high
replication (~30 replicates per RNAi clone). Using the quantitative phenotype output by
DevStaR I have examined features of the high-throughput screen data, such as variability
and penetrance, which have not been examined in detail previously due to a lack of
automated and quantitative scoring methods available for high-throughput image data.
DevStaR overcomes a previous bottleneck in image analysis by achieving near realtime scoring of image data in a fully automated manner. Moreover, DevStaR reduces the
need for human evaluation of images and provides rapid quantitative output that is not
feasible at high throughput by manual scoring.
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Chapter 1

Introduction

High-throughput (HTP) screens are becoming increasingly easy to perform,
although the analysis of HTP data often remains a major bottleneck. In this thesis I
will describe DevStaR (Developmental Stage Recognition), a method of automated
quantitative phenotyping of embryonic lethality from C. elegans HTP image data. I
will demonstrate the utility of DevStaR by presenting the analysis of HTP C. elegans
RNA interference and genetic interaction screen data by DevStaR.

1.1 Advancements in automated quantitative phenotyping
	
  
Recent advances in technology have facilitated the development of automated,
quantitative analysis of biological samples. Experiments that previously could take
months or even years to complete can now be performed quickly and relatively easily.
Examples of such technological developments can be found in the field of C. elegans
research. The nematode C. elegans is a model organism commonly used in biological
research since the 1960’s [1]. It is transparent and easily cultivated in the laboratory
making it a convenient tool for biologists.

An important landmark in the C. elegans

field was the determination of the pattern of cell divisions producing all 810 cells in
the mature adult along with their final differentiated states – the cell lineage of C.
elegans [2, 3]. This work required 1.5 years of manual observation of many embryos
under Nomarski differential interference contrast optics (DIC) microscopy and
resulted in a single C. elegans lineage map. This task was possible due to the
invariant nature of the cell lineage in this organism. The knowledge of the complete
lineage led to many important scientific discoveries, such as the mechanisms of
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programmed cell death [4] and the discovery of signaling pathways that determine the
differentiated fates of cells [5].

Approximately 20 years after this work was

completed efforts were made to automate the lineage tracing of cell divisions in the
early embryo, first in 1997 when a graphical interface was developed to allow more
convenient but still manual delineation of the cell divisions [6]. Today the cell
divisions of the early embryo can be traced automatically up to the 24 cell stage from
DIC movies [7] and up to the 350 cell stage from movies of embryos in which all
nuclei are labeled by ubiquitous expression of a histone-GFP fusion protein [8].
While these techniques cannot yet trace the lineage all the way to the end of
development, as Sulston managed to do manually [2, 3], they do allow the lineage to
be traced from a single embryo.

Single embryo lineages enable statistical

comparisons to be made between embryos and groups of embryos, such as the
comparison of lineages between different C. elegans mutants and even the statistical
analysis of the variation of lineage features, such as division timing, of the lineage
within a class of C. elegans [8].
Another important work from the 1970s in the field of C. elegans was elucidation
of the complete neuronal wiring diagram (the connectome) of the 302-neuron nervous
system of the C. elegans hermaphrodite [9]. The work entailed reconstructing serial
sections of extensive regions of the worm using high-resolution electron microscopy
of ultra thin serial sections. Colored pens were used to trace neurites on paper prints
of electron micrographs. This task took about 14 years to complete and was the first
complete animal connectome to be produced. Indeed, C. elegans is the only animal
with a complete connectome available to date. The wiring diagram of the C. elegans
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male tail was also attempted at this time but was too complex to be completed [10].
Recently in 2012 the connectome of the male tail was completed [11, 12] with the
help of a graphical user interface and database system that aids in the display and
annotation of the micrographs of serial sections. This software, while still requiring
manual annotation of the neurites increased by ten-fold the speed of analysis of the
electron micrographs and allowed the annotation to be performed in complex regions
such as the male tail. The increase in speed should make it possible to obtain
connectomes from multiple individuals, thereby revealing changes in the connectome
over time during the development of C. elegans.

Producing the required serial

electron micrographs, however, remains challenging.
Effort has also been made towards using automated image analysis to facilitate
determination of the connectome of parts of more complex structures such as the
Drosophila brain. The technique, which involved alignment of the micrographs and
the segmentation of the neurites in the electron micrographs has so far not reached a
low enough error rate to be used on its own but has been used in combination with
manual correction of errors [13]. The morphology of neurons reconstructed using
these semi-automated techniques on Drosophila brain sections have been compared
to neurons visualized in whole-mounts using reporter lines (i.e., animals expressing
neuron specific labels); very similar morphologies were found indicating that the
reconstructions are accurate [13, 14]. Although producing the connectome for a
simple animal such as C. elegans, or even parts of more complex brains such as
Drosophila, has not reached the ease of being fully automated, current tools have
significantly increased the speed at which connectomes can be obtained. Achieving
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full automation of this process is an active area of research. The availability of
complete or partial connectomes for a variety of organisms should provide an
essential background for understanding how neural circuitry functions.

Also,

knowledge of a connectome will provide essential insights into the developmental
processes that give rise to a nervous system and probably to illnesses that arise from
the malfunction of the nervous system.
The lineaging of the C. elegans embryo and the mapping of the C. elegans
connectome are two examples where the manual analysis of anatomical data is
extraordinarily time consuming and difficult.

Automation should provide an

attractive alternative that would dramatically extend what is currently possible. Other
experiments may be simple to analyze individually, but when performed with
multiple replicates and/or at a large scale, such as with high throughput (HTP)
screens, manual analysis of thousands and even millions of samples can be
prohibitively time consuming and prone to error or bias.

1.2 Genome scale high-throughput screens
Functional genomics is a field of molecular biology that attempts to understand
gene and protein function and interactions using genome-wide approaches. Loss-offunction genetic techniques, in combination with high-throughput genome wide
screens are commonly used to try to uncover functions for each gene in the genome
of an organism. These screens generally make use of comprehensive sets of mutants
or gene knockdown by RNA interference to individually eliminate or reduce
expression of large numbers of genes.
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RNA interference, known as RNAi in C. elegans is a conserved endogenous
process in which gene expression is knocked down by sequence specific degradation
of mRNA transcripts. It was first discovered in 1998 that RNAi could be used
experimentally to reduce the function of a selected gene by simply introducing RNA
into the cell [15]. RNAi is amenable to high throughput screening because of the
availability of techniques to automate preparation and delivery of RNAi, for example,
in C. elegans, RNAi can be delivered by simple soaking or feeding techniques and the
process automated using liquid handling robots. Today genome wide RNAi libraries
are available for many organisms and cell lines. The most common systems used in
high-throughput RNAi screens are mammalian cell lines, Drosophila cell lines and in
vivo screens in C. elegans, Drosophila and mouse. RNAi screens link genes with
pathways, structures or functions by screening for mutant phenotypes when RNAi is
used to reduce the function of each gene individually. The analysis of RNAi screen
data requires the measurement of phenotypes from thousands of experiments. These
phenotypes can be simple, such as live/dead assays, or can be complex morpholgical
phenotypes. For example, in C. elegans, high-throughput RNAi screens have been
performed to look for genes essential for early embryonic development [16-21],
simply requiring scoring of percentage of embryos hatching. By contrast, other highthroughput RNAi screens in C. elegans have scored complex cellular and
morphological phenotypes [22-27]. For the majority of these screens the bottleneck
is the analysis of the phenotype data.

The development of automated analysis

techniques would greatly increase the speed and throughput of these screens.
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Another loss of function technique extensively applied in yeast functional
genomics is the production of deletion mutants. A complete set of deletion mutants
exists for S. cerevisiae, 5916 out of 6200 yeast genes have been deleted [28]. This
collection of deletion strains allows genome wide functional studies to be performed
in S. cerevisiae, an organism without the RNAi system.

1.3 Even higher throughput: Genetic interaction screens
The genome-wide RNAi libraries and the yeast genome-wide deletion collection
are examples of experimental resources that have facilitated high-throughput
screening at the genome-wide scale. For example C. elegans has approximately
20,000 genes and the yeast species, S. cerevisiae approximately 6000. Genome wide
screens in C. elegans revealed that only 2500-3000 of the C. elegans genes are
required for embryonic development [16, 17, 20-22, 25-27, 29], yet expression
studies found that as many as half of the C. elegans genes are expressed during
embryonic development [30], indicating that only a fraction of the genes expressed
during embryonic development are essential for the embryonic development of the
worm. Similar screens in yeast found that only a small fraction of genes that are
expressed are also required for optimal growth (when grown under defined
conditions) [28]. These observations led to the question of how to uncover the
function of the remaining genes and suggest that genetic buffering or redundancy
exists. Genetic buffering occurs when multiple genes in a system have redundant
functions and is thought to give rise to a robust organism, an organism in which a
mutation in one gene generally will not have a major fitness effect due to the
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existence of another gene functioning redundantly [31].

Screening for genetic

interactions is a way to uncover this redundancy and assign function to many more
genes in a system.
A genetic interaction is defined as the occurrence of an unexpected phenotype
with the reduction in function of multiple genes simultaneously. An unexpected
(synthetic) phenotype is one that would not be predicted from looking at the reduction
of function phenotypes of each gene individually. For example, when knocking down
two genes simultaneously produces a significant decrease in fitness even though
when knocked down individually there is little affect on fitness.

Screening for

genetic interactions involves measuring the phenotype resulting from combinations of
different gene knockdowns, requiring screens of a scale much larger than genome
wide. For example, in C. elegans to test all pairs of gene knockdowns would require
testing approximately 20,000 x 20,000 (400,000,000) conditions.
Genetic interaction screening has begun in yeast and worms and also in
Drosophila and mammalian cell lines. In yeast and C. elegans a typical genetic
interaction screen is performed by screening a panel of worms with single mutations
against a set of second site mutants or animals treated with RNAis [32, 33].
Resulting phenotype data are then quantitatively scored to be able to compare the
phenotypes between the single and double knockdowns. A genetic interaction is
found when the phenotype of the double knockdown is different than the phenotype
expected from the combination of the two single knockdowns. A couple of methods
of predicting double knockdown phenotypes under the condition of no interaction
have been proposed [34], but the technique most commonly used, at least in yeast and
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in C. elegans, is the multiplicative model, which states that, under the condition of no
genetic interaction, the expected fitness phenotype of a double mutant is the product
of the fitness phenotype of the two single mutants. In yeast typically colony size is
used to measure fitness [32] and in C. elegans viability of the worm is used to
measure fitness, by counting the proportion of the brood that lives to hatch and
become larvae [32, 33].
Genetic interactions can either be positive or negative, meaning that fitness is
greater than expected (positive interaction) or less than expected (negative
interaction).

Negative interactions are also known as enhancing interactions,

aggravating interactions or synthetic sick/lethal interactions. Positive interactions are
also known as suppressing interactions or alleviating interactions.

Negative

interactions can occur between two genes in parallel pathways or can occur between
two genes within an essential pathway. See figure 1.1 for illustration. Positive
interactions can occur between two genes within a single pathway. See figure 1.2 for
illustration.

Figure 1.1: Negative genetic interactions. Left: Between nonessential parallel pathways
leading to the same essential function, only when a gene from each pathway is knocked down
do we see a loss in the essential function. Right: within an essential pathway, a negative
genetic interaction can occur when the reduction in function of two genes reduces the flux
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through the pathway enough to loose the essential function of the pathway, where as the
reduction of function of each gene alone does not decrease the flux in the pathway enough to
loose the essential function. Figure adapted from [35].

Figure 1.2: Positive genetic interactions. Knockdown of the negative regulator, A, leads to
accumulation of toxic gene product, but when B is also knocked down, flux is reduced in the
pathway enough to prevent the toxic accumulation of gene product. Figure adapted from
[35].

An example of a genetic interaction in C. elegans development is the interaction
between the SynMuv A and B classes of genes. These genes regulate vulva induction
by suppressing vulva cell fates through the redundant inhibition of lin-3.

With

reduction of function of genes from both SynMuv A and B gene classes lin-3 is derepressed in the hyp-7 cell leading to the multi vulva phenotype [36]. By contrast
reduction of function of genes in only a SynMuv A or B gene does not result in a
multi vulva phenotype.
As the space of all possible genetic interactions is increasingly explored by higher
throughput genetic interaction screening, there is high demand for automated
quantitative phenotype measurements. Data analysis is typically the bottleneck in
genetic interaction screens and therefore limits the throughput that can be achieved.
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1.4 Examples of Automated HTP quantitative phenotyping used
today
There exist various methods of automated phenotyping today, from simply
detecting the presence of fluorescence to extracting measurements of complex
subcellular morphological phenotypes.
Often analysis of HTP data requires the detection of fluorescence, indicating the
presence or absence of a phenoptype. In these screens data analysis can be as simple
as separating samples into those with and without fluorescence. A couple of methods
have been applied to automate this type of sorting, the COPAS biosort and the
fluorescence activated cell sorter (FACs). The COPAS biosort can sort C. elegans
and small cell clusters by measuring size, optical density and up to three channels of
fluorescence. An example of an application of COPAS sorting to high throughput
phenotyping is found in [37], here C. elegans are screened for mutants defective in
executing the dopaminergic cell fate, by using a fluorescent reporter that labels all
dopaminergic neurons.

The COPAS biosort is used to separate worms with

fluorescent dopaminergic neurons from those without. The FACs sorter is a cheaper
and more commonly available machine which uses fluorescence to sort cells and has
also been used for sorting fluorescent C. elegans larvae [38].

Sorting machines such as the COPAS biosort and the FACs are useful for
sorting based on presence of fluorescence or size but can not measure more
subtle indications of phenotype. Microfluidic devices can be used to measure
higher content phenotypes and provide controlled environments for single cell
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or animal experiments and phenotype measurements [39, 40]. Microfluidic
devices allow manipulation of fluids and particles at a very small scale, thus
reducing reagents needed for HTP screening.

Single cell or animal

phenotyping can be performed by high-resolution imaging followed by image
analysis to measure phenotypes such as morphology, fluorescence patterns or
response to stimulus.

In the case of C. elegans, single animals can be

immobilized to increase the possible resolution of the imaging. Devices are
available that allow many animals or cells to be processed in parallel for HTP
screening or populations of C. elegans can be used with lower resolution
imaging to investigate population dynamics [40].
The output of HTP phenotypic screens, including those performed using
microfluidic devices, are often image data that must be analyzed to score resulting
biological effects, such as viability, fitness, morphology, or behavior. Phenotypic
analysis is the most challenging aspect of a large-scale screen and is usually rate
limiting, since it typically requires expert manual annotation, which tends to be a
painstaking process, because it is slow, qualitative and potentially error-prone. Image
analysis can be used instead of manual annotation to extract phenotypic
measurements from images, providing an automated and unbiased method of data
analysis and can also provide quantitative measurements of phenotype, which can be
hard to obtain by manual annotation. Image analysis has been successfully applied in
many areas of high throughput screening, for example to measure C. elegans
locomotion [41, 42], yeast and cellular morphological phenotypes [32, 43, 44], mouse
and fly behavior [45, 46], development of C. elegans and drosophila embryos [47-49]
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and plant root phenotypes[50]. Despite these varied applications of image analysis to
HTP screening, more fast and accurate image analysis solutions to automated
phenotyping are still very much needed to increase the throughput and address the
challenges of screening more complex phenotypes.

1.5 Motivation: Automated and quantitative phenotyping for
identification of genetic interactions in C. elegans

Using image analysis I have developed a method for automated quantitative
phenotyping in populations of C. elegans. The system I developed, named DevStaR
(Developmental Stage Recognition), can count the developmental stages within an
image of a population of C. elegans, allowing the calculation of phenotypes such as
embryonic lethality or sterility.

DevStaR facilitates C. elegans high-throughput

screening, when measuring viability phenotypes, removing the scale and rate limiting
bottleneck and opening the door to even higher throughput screens.
This thesis describes in full the DevStaR image analysis software and its
application to HTP RNAi and genetic interaction screening in C. elegans. Chapter 2
describes DevStaR image analysis software, and analyzes DevStaR performance on
phenotype measurement. Chapter 3 presents the application of DevStaR to scoring
multiple C. elegans genome wide genetic interaction screens. Chapter 4 demonstrates
the use of DevStaR to score a genome wide C. elegans RNAi screen in high
replication, ~30 replicates per RNAi clone. The thesis concludes with a discussion of
future directions for the application of DevStaR, and possible improvements to the
software.

13

Chapter 2

DevStaR: Quantitative phenotyping of C.
elegans embryonic viability

The material in this chapter is adapted from [51]

2.1 Introduction
In whole-organism screens, one of the most fundamental phenotypes that can be
assayed is survival or, conversely, lethality: this simple readout is often used as the
first measure of different genetic or environmental perturbations, including
temperature or chemicals (i.e. small molecules and drugs). Most mechanical steps
required for HTP screening of C. elegans are relatively straightforward to optimize
and streamline, but a major obstacle has been the lack of automated tools for the
quantitative analysis of complex phenotypes in image data.
Since a first-level goal of many HTP screening assays is to assess developmental
fitness, an efficient solution to this task is central to progress in this field. So far,
however, no software solution addresses the problem of quantifying different
developmental stages in bright-field images of mixed-stage populations. An
alternative we considered is the COPASTM BIOSORT (Union Biometrica), a flowsorting instrument that automates physical sorting of C. elegans. However, this
method is not practical for HTP screening because the counting is too slow: according
to Systems Specifications, 35-150 individuals can be counted per second, translating
to 8-32 minutes per 96-well plate (excluding sample preparation time, which further
reduces throughput efficiency).
I have developed a hierarchical vision recognition system to automatically and
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quantitatively measure C. elegans developmental phenotypes from high-throughput
microscope images, which I call DevStaR (Developmental Stage Recognition).
DevStaR, to my knowledge, is the only software that can segment and differentiate
multiple developmental stages from images of populations of C. elegans, and it
provides the first truly feasible, real-time solution for this highly relevant problem.
The specific problem I address is to recognize and count each developmental
stage within mixed-stage populations of C. elegans animals, in order to determine
fitness and viability. Taking bright-field microscope images as input (Figure 2.1),
DevStaR labels each pixel in an image as one of four classes: adult worm, larva,
egg/embryo (used here interchangeably), or background. DevStaR then outputs
quantitative measurements of classified objects that enable the calculation of lethality
(or survival) in each sample. This task is particularly challenging both because
illumination varies within and across images and because complicated occlusions and
deformations of the animals are common (e.g. see Figure 2.1e). Furthermore, the
objects may be in different focal planes since the animals are swimming in liquid, and
the focal length may differ between images due to manual refocusing by the biologist.
DevStaR addresses several major hurdles in the analysis of these biological image
data using novel algorithmic solutions.
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Figure 2.1: Examples of microscopic images of C. elegans. (a) A typical image processed
by DevStaR: a single well from a 96-well plate containing a C. elegans population of mixed
developmental stages. (b-d) Magnified views of different developmental stages: (b) embryos,
seen as a clump of small dark ovals; (c) larvae; (d) an adult worm. (e) Occlusions and
deformations of objects: overlaps can represent different regions of a single animal or
intersections between different individuals.

DevStaR is structured as a hierarchical object recognition system comprising a
series of layers (numbered zero to four) that I call vision layers (Figure 2.2). In each
layer two vision algorithms are applied that: (i) take input units (nodes of the input
graph) and perform an evaluation score on the units (typically using signal processing
or a learning method), and then (ii) group the units based on spatial properties
(geometrical and/or topological) and the evaluation score from (i), thus, reducing the
size of the output graph. For example, in layer 0 I extract intensity features and then
use the geometrical properties of circles to group the pixels that form the well. The
grouping transforms the preceding, lower-level representation of the data (the input
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graph) into a new, higher-level representation (the output graph, which will contain a
smaller number of nodes due to grouping). Thus, each layer outputs a new reduced
graph to feed as input to the next layer. In this sense, the hierarchy presented here
may be viewed as a pipeline of sequential vision layers, where each layer reduces the
complexity of the data, due to grouping, and thus delivers a new and more compact
representation of the data.

Figure 2.2: Schematic of the DevStaR hierarchical recognition system for C. elegans
developmental stages. The machine contains five layers (Layers 0-4), each comprising three
steps (Units, Scores, Grouping). Units: the input units are the data on which each layer
operates. Scores: a vision algorithm computes a score for each input unit based on explicit
evaluation criteria. Grouping: the grouping vision algorithm produces a higher-order
representation of the input Units based on their Scores and local topological relationships.
The output of each preceding layer (Grouped data) is used as input (Unit data) for each
successive layer.

DevStaR can be generalized to other image analysis problems concerning
populations of C. elegans, for example to discriminate different larval stages or
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measure post-embryonic growth rates and viability. The individual layers of DevStaR
may also find application in other biological imaging problems: for example the
techniques developed in layer 3 could be useful for recognizing morphological
phenotypes of either whole animals or cultured cells.
DevStaR has been integrated into the analysis pipeline for ongoing genome-wide
HTP genetic screens in the NYU center for genomics and systems biology, and so far
around two-dozen screens have been completed using automated DevStaR analysis as
the primary scoring mechanism.

DevStaR runs on average in 15 seconds per

1200x1600 pixel image on a single processor. For a 96-well plate, it takes about 1.5
minutes to acquire one image per well, and the same amount of time to analyze the
images on a 16-core Linux box with 24 GB RAM. Thus, data can be fully scored by
DevStaR in essentially real time.

2.2 Background: Visual Recognition in Image Analysis
Understanding the content of an image is arguably the primary goal of computer
vision and, despite many decades of research, this challenge is far from solved. The
main difficulty in understanding images derives from the many sources of variability
in an object's appearance, e.g. pose transformations, lighting effects, intra-class
variation, and occlusions. In addition, objects can be combined in a scene in an
exponential number of ways.
Recent work in recognition has focused on building complex probabilistic models
that explicitly model the many sources of variability in an image [52, 53]. These
models typically contain many parameters, which are estimated from labeled sets of
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training data using machine learning techniques. These systems are not hierarchical,
and they typically rely on first applying a basic feature detector followed by a
learning machine to perform a single recognition task. In particular, shape
information and occlusions are typically not addressed, and images with overlapping
objects and deformations are largely ignored [54-56]. These systems alone would
therefore not perform well in our application.
In principle, learning techniques such as support vector machines (SVM) [57],
Boosting [58] and Convolution Networks [54] can be applied to any data and
problem. In practice, however, many manual decisions and intermediate steps are
required, and these determine how well the systems work. For example, in SVM
learning, one has to choose the features and the kernels; in Boosting, one has to
choose the set of weak learners; and in Convolution Networks, one has to choose the
number of layers and the proper architecture for the connections.
A large number of effective algorithms used in vision are not derived from
learning theory. These include all techniques based on signal processing (e.g.
steerable pyramids [59] and wavelets [60]), as well as more geometric based vision
methods (where spatial relations are at the core of the formulation) such as: Hough
Transforms [61], graph-based methods (e.g. graph cuts [62, 63]), dynamic
programming (e.g. [64]), normalized cuts (e.g. [65]), and shape extraction (e.g. [66,
67]). However, geometric based methods are typically applied to a specific
specialized task and individually are insufficient to solve complex vision problems in
real-world applications.
Solutions to complex vision problems – in which image variability is large and
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performance equivalent to human interpretation is needed – will require combining
learning techniques with other state-of-the-art vision algorithms. Moreover,
developing methodology for the hierarchical organization of processing layers – each
emitting successively higher-level units by applying a combination of scoring (rooted
on learning method or signal processing methods) and grouping functions (rooted on
spatial processes) to the preceding units – is needed for building complex computer
vision systems. The hierarchical design of DevStaR follows these principles.

2.3 The DevStaR Hierarchical Recognition System
The analysis performed by DevStaR begins with a graph representation of the
image. A generic graph is represented by G(v,e), where v is a vertex in the graph and
e is an edge in the graph. For this application, the image is defined in a pixel graph
Gp(v,e), where v represents a pixel and stores the grey level, and e represents an edge
between v and its eight neighboring pixels. The image grid is defined by the set {v,e}.
The DevStaR hierarchy, shown in Figure 2.2, is described below in terms of the
organization of the vision layers: Units, Scores, and Grouping of the Units.

Layer 0: Attention (Area of Interest)
Layer 0 performs the initial task of choosing within each image the area of
interest in which to perform the search for objects. The objects are all inside the well,
which has a more or less circular shape in the image (see Figure 2.1a).

Units: The nodes of the pixel graph Gp(v,e).
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Scores: The intensity at each pixel is stored in the nodes v in Gp(v,e).

Grouping: I want to group the pixels inside the well (pw). I use a circle shape as
the geometric constraint to group the pixels. Note that the search method proposed
here is rooted on the geometric voting method of a Hough transform [68]. I define
‘mean intensity’ as the mean value of intensity for all pixels along the circumference
of a given circle, and I compute this quantity for a range of radius values and center
positions. For each center position considered, two circles with incremental radii are
compared, and the signed difference in mean intensity is stored. I am interested in
identifying changes from bright (high mean intensity) to dark (low mean intensity)
values as the radii increase. The best circle (group) within a range of center positions
and radii is defined as the outer circle representing the highest negative change in
mean intensity between adjacent concentric circles.

Output Graph: I output the graph Gpw(v,e), which is the graph Gp(v,e) restricted
to the nodes and edges corresponding to pixels inside the detected well (pw) (Figure
2.3a shows an example).

Parameters: The parameters that need to be considered are the ranges of search
for (i) the center position and (ii) the radius of the circle. In this application, the
ranges are fixed for all images based on an estimate of their maximum variation from
a small sample of images (less than 100). The search ranges for the center coordinates
of the circle are x = 700-900 and y = 500-700, and the range for radii is 550 to 940
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pixels. Pairs of x, y coordinates and radii were sampled in intervals of ten pixels.

Figure 2.3: Examples of the output from each DevStaR layer produced upon application
of its grouping mechanism. (a) Layer 0 output: a graph Gpw(v,e) comprising pixels inside the
red circle, which define the Area of Interest (AOI). (b) Layer 1 output: a segmentation of the
image from (a) after background removal. (c) Magnified view of a large object from (b)
(yellow box). (d,e) Layer 2 output: for the shape shown in (c), a tree graph GTop(v,e), where
nodes represent object parts and bifurcations, and edges connect adjancent regions. (d)
Shown are the best pair-wise matching of boundary pixels for the object (red), the midpoint
of the match (blue), and bifurcations that break the object into parts (green triangles). (e) A
schematic of the tree graph GTop(v,e), showing nodes (red dots) superimposed on their
respective object parts and bifurcations (blue) and edges connecting them (red lines). (f)
Layer 3 output: a label assignment GTL(v,e) for each node of the Layer 2 tree graph from (d),
represented here by color: adult worm (red), embryo (green).

Layer 1: Background Removal and Segmentation of Objects
Layer 1 first models and extracts the background from each image to allow
accurate segmentation. Light microscopy images of multi-well plates contain large
variations in intensity and contrast within and between wells, making background
removal and segmentation difficult. Several factors conspire to cause a large but
gradual decrease in intensity toward the edge of the well (see Figure 2.1 for an
example), including shadows from the walls and light diffraction by the meniscus
(curvature of the liquid surface due to wetting of the walls). Moreover, the variation
in illumination differs depending on the exact alignment of the well and settings of
the microscope. These issues render the use of standard segmentation algorithms
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impractical, as the required parameters vary greatly both within and across images.
To overcome these challenges, I chose to remove the background by modeling the
gradual changes in intensity as a continuous three-dimensional surface. This method
extracts a model of the background for each image to accommodate its unique
landscape of intensity variation. Another method that could be considered is the bias
field removal [69], which is based on the EM algorithm and thus it is iterative and
potentially slower. The approach I chose is guaranteed to be fast (on the order of a
second for each image). Background removal enables us to accurately segment the
objects across the well by a simple thresholding of the resulting images, as shown in
Figure 2.4e.

Figure 2.4: Examples from Layer 1: background removal and image segmentation. a)
Light microscopy image of a population of C. elegans. (b) Background model, found by [70-
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72]. (c) Background model, found by layer 1. (d) Segmentation results using background
from b). (e) Segmentation results using background from c). Backgound found from b) and c)
are very similar and produce similar segmentations. Results suggest layer 1 performs a good
approximation of the optimal solution.

Units: The nodes of the graph Gpw(v,e).

Scores: The goal is to fit a 3D surface,  ! !, ! , to the background image data,
ignoring foreground pixels. I use robust statistics to fit a piecewise linear model to the
!, ! , (! ! , ! ! ) where (! ! , ! ! ) ∈

data. More precisely, for a pair of neighbor pixels
! x, y , I write the robust potential
! !,! :(!! ,!! ) ! !, ! , ! ! ! , ! !
!

=    1 − θ !     !

!

                                      +    θ !

D x", y" − s x", y"

!

!"!!! !"!!!

Z=!−
where θ !

!
!"!!!

!
!"!!!

D x", y" − s x", y"

!

is the Heaviside function, i.e. if ! ≥ 0  , θ ! = 1  and otherwise

θ ! = 0. For each pair of neighbor vertices and states {! !, ! , ! ! ! , ! ! } I have the
“observed values'' D= D x", y′ ;   !=x',  …  ,  x;  y = ! ! , … , ! and a piece-wise linear
model for ! !, ! :
s x", y" =   ! ! ! , ! ! + !! x", y" ! !, ! − ! ! ! , ! !
with weights  0 ≤ !! ≤ 1
  !! =

(!" − !′)! + (!" − !′)!
(!" − !′)! + (!" − !′)! + (!" − !)! + (!" − !)!

  

Note that the neighbors (x’, y’)  ∈ N x, y are not the first pixel neighbors on the
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grid; they are pixels distant from each other by a window size 2W+1, i.e. x′ =   x ± W
and y′ =   y ± W so that a piecewise linear model is meaningful. The parameter W
needs to be estimated. I only consider the four neighbors
N x, y =

x! , y , x, y! , x!! , y , x, y!!       

where
x! = x − W, y! = y − W, x!! = x + W, y!! = y + W.
The eventual goal is to infer the states s given the observed D. The robust
potential ! !,! :(!! ,!! ) ! !, ! , ! ! ! , ! !

suggests that the better is the fit of the linear

model to the data, the smaller is the potential. At places where the model does not fit
well, i.e. the error is above λ, the cost of the fit is simply λ. In this way object pixel
intensities are ignored during this procedure by assigning a constant weight (λ) when
the distance from the fit line to the pixel intensity is large; this allows object pixels to
be ignored without incurring an enormous fitting cost.

Grouping: A Smoothing term is added to the robust potential to group neighbor
pixels and interpolate the data where background data is not available (at object
pixels). I add the term
!"##$ℎ s !, ! , s ! ! , !′ =!   s !, ! − s ! ! , !′
where neighbor states s !, ! , s ! ! , !′

with similar state values produce lower

potentials, and !  controls the weight of the smoothing. In summary, the rationale for
each pixel is that: (i) if the pixel intensity is far from the background state, it is
because it belongs to the foreground and the model ignores this data, and (ii) if it is a
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background pixel, a straight line segment between two neighbor state pixels separated
by W pixels should fit the data well.
Finding the optimal background states solution is not possible in polynomial time;
since there are loops in the image grid graph (edges connect all neighbor pixel nodes)
and the robust statistics potential on node pairs is non-convex, i.e., this problem is NP
hard. I apply an approximation method: First I approximate the pixel graph by
removing some of its edges and eliminating the loops, thus transforming the image
graph into multiple tree graphs. More precisely, the tree graph approximation is made
by creating one graph per node in Gpw(v,e), using the node as the root of the tree. For
each root node, the 2D pixel graph is made into a tree by removing all vertical edges
except the ones in the column containing the root (Figure 2.5).

Figure 2.5: Conversion of 2D pixel graph into a tree graph. Left: 2D pixel graph shown over the
image in red. Right: all vertical edges in 2D pixel graph have been removed except the ones in the
column containing the root (yellow), creating a tree graph.

Second, I apply dynamic programming to this graph with one pass. The algorithm
begins on the leaves of the tree (pixels on the image boundary) and moves toward the
root node, where the optimal cost solution is obtained and backtracked (standard
dynamic programming forward algorithm). I refer to the cost at a pair of neighbor
vertices x, y , x′, y′ as
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Cost

!, !′ =

!,! :(!! ,!! )

! !,! :(!! ,!! ) ! !, ! , ! ! ! , ! !
where Cost

!,! :(!! ,!! )

+   !"##$ℎ s !, ! , s ! ! , !′

!, !′ ≡ Cost

!,! :(!! ,!! )

! !, ! , ! ! ! , ! !   .

Define the cost at each leaf pixel of the tree as the distance between the state s and the
data at the leaf. The leaves occur at all pixels in the image left and right boundary.
Then, if an image has one extreme corner at x!"# , y!"# and the opposite corner at
x!"# , y!"# , then the leaves of the Horizontal tree graph occur at all pixels
x, y    ∈ L where
L=

x!"# , y , x!"# , y ;  ∀y   

I then refer to the cost at a leaf node x!"# , y and state s as !"#$% !!"# ,! s =
! − !(!!"# , !)

and the cost at a leaf node

x!"# , y

and state s as

!"#$! !!"# ,! s = ! − !(!!"# , !) .
I now describe dynamic programming to evaluate the cost at an arbitrary chosen
root vertex x! , y! and for each state !.
a) Let us refer to the accumulation of the optimal costs along a row (horizontal
line) (i) going from left to right (forward) as FH!,! ! and (ii) going from right to left
(backwards) as BH!,! ! , and they can be evaluated as

where

at

FH!,! ! = min!! Cost

!,! : !!!,!

!, ! ! +    FH!!!,! ! !

BH!,! ! = min!! Cost

!,! : !!!,!

!, ! ! +    BH!!!,! ! !

the

leaves

FH!"#$,! ! = !"#$% !!"# ,! s

and

BH!"#!,! ! = !"#$% !!"# ,! s . Thus, a typical node evaluation and state s, namely
the evaluation of FH!,! ! or  FH!,! ! , requires one addition and one comparison-
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minimizations for all s’ state, i.e., 2 x S operation. Performing the computations
along a row with w pixels and S states, results in 2 x S x S x w operations per row.
There are h rows in the image, and so there are 2 x S x S x w x h operations to be
performed in an image. These operations are performed twice, once for forward
computations and once for backward computations. So the total of back and forth
computations along the rows take 4 x S x S x w x h operations.

b) After all horizontal rows have been computed I evaluate the cost accumulation
along a column associated to a chosen root pixel, i.e., the column  !!! =

x! , y ;  ∀! .

The column process can proceed up or down, and has the forms
DV!! ,! ! = FH!! ,! ! + BH!! ,! ! +   min!! Cost

!! ,! : !! ,!!!

UV!! ,! ! = FH!! ,! ! + BH!! ,! ! +   min!! Cost

!, !′ +    DV!! ,!!! !′

!! ,! : !! ,!!!

!, ! !

+    UV !! ,!!! ! !
Thus, a typical column pixel evaluation at state s of DV!! ,! ! or UV!! ,! ! requires
two additions, and for each state s’ one addition and one comparison-minimization,
i.e., about 2 + 2 x S operations.
Thus, this leads to calculating (2 + 2 x S) x S x h operations, for DV!! ,! ! and for
UV!! ,! ! , along the h pixels of a column. Placing one tree per pixel in the image and
performing the operations for all pixels in an image, since there are w columns,
require (2 + 2 x S) x S x h x w operations for the down process and for the up
process, for a total of 2 x (2 + 2 x S) x S x h x w.
c) The final optimal cost (FinalCost) at any chosen root vertex x! , y! and any
state s is
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FinalCost !! ,!! ! = DV!! ,!! ! + UV!! ,!! ! − FH!! ,!! ! − BH!! ,!!
where one must subtract the horizontal costs not to count them twice. These are
three additions per node and so there are 3 x S x w x h operations.
d) In order to obtain the final solution, i.e., the optimal state on the root tree pixel
x! , y! , I perform the minimization operation
s !"#$ (x, y) =   argmin! FinalCost !! ,!! !
Which requires S operations per pixel. Thus, to solve for all pixels, each one having a
tree rooted in it, requires S x w x h operations.

Thus, with a total of (4S+6) x S x w x h= 2 x S x S x w x h + (2+ 2 x S) x S x w x
h + 3 x S x w x h + S x w x h operations I obtain the optimal state for each pixel. This
is a complexity of O(S2wh). Although there are as many trees as pixels in the image,
the complexity of finding the optimal solution for all pixels is the same as solving for
one tree because almost all of the computations used to solve for one node can be
reused to solve for the other nodes.

Bounding Search Limit, a Heuristic
In order to further reduce computations, I limit the search space, according to the
data as follows. I expect that, given a spatial window of a pre-fixed size, the state
solution at a pixel will be bounded by the data within the window. More precisely,
for each pixel at (x, y), and a window of size (x ± 3W, y  ± 3W), I extract the min and
max value of intensity and set these values as the state search limit for the pixel at
(x,y). See figure 2.6c.
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Figure 2.6: Multiscale technique on state space. a) Image of a well containing a
population of C. elegans, 1200 pixels x 1600 pixels, white line marks the 1D slice of the
image at x0=600, shown in b, c, d and e. b) 1D slice of image data plotted in blue. Red box is
the area of the plot shown in c, d and e. c) First step of multiscale procedure, the state space
is sub sampled every 10 (intensity) values. The search space (upper bound shown in green
and lower bound shown in cyan) is found at each point, x, by the min and max intensity
values within a window of size (x ± 3W , y± 3W). The background solution s(x0,y) at this
scale shown in red over the data shown in blue. d) Second step of the multiscale procedure,
the data is subsampled every 5 intensity values, the search space is found at each point by a
window of ± 10 states around the solution from the previous step of the multiscale. e) Final
step of the multiscale procedure, the data is no longer subsampled, the search space is found
at each point by a window of ± 5 states around the solution from the previous step of the
multiscale.

Multiscale technique on state space to increase speed
In order to maximize the speed of DevStaR I developed a multiscale technique,
based on first sampling the state space s very coarsely and progressively refining the
solution. I represent a coarse scale by the index j. At scale j=10 a neighbor state of
!!!"

!!,!

!!!"

!!!

≡ s(x, y)!!!" is 10 states away in the fine scale, i.e., !!,! ± 1 → !!,! ± 10.

Applying the algorithm when only states at scale j=10 are considered can be done
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very quickly, but the discrimination in state space is coarse (see figure 2.6c). When
the coarse state solution is obtained, I run the algorithm again but now refining the
solution as the state space is sampled more finely, at scale j=5, only around the
solution obtained at the coarse resolution. More precisely, for each solution !

!!!"
!,!

obtained when running the algorithm at scale j=10, I create a new search space
!!!

!!!

!!!

∈ !!,! ,   !!,! ± 1, !!,! ± 2     ∀x, y , where !

!!!"
!,!

!!!

→ !!,! . (see figure 2.6d). Again,

I have the notation that coarse scale change of state corresponds to larger changes in
!!!

!!!

fine scale, i.e., !!,! ± 2 → !!,! ± 10.   The solution is found very quickly, since for
each state, !

!!!"
!,!

!!!

→ !!,! , there are only five state transitions considered. Once the

!!!

solution s!,! is found I then move to the finest scale. First, I apply the mapping
!

!!!
!,!

!!!

→ !!,! = !!,! and a new search space   ! ∈ !!,! , !!,! ± 1, !!,! ± 2, !!,! ±

3, !!,! ± 4       ∀x, y is considered (see figure 2.6e). This multiscale method runs about
seven (7) times quicker than without using multiscale, despite having to run the
algorithm three times and the addition of an overhead of passing solutions to finer
levels. The time of running this algorithm is 0.6 seconds per 1200 pixels x 1600
pixels images.
Other algorithms are available to find the approximate solution to this NP hard
problem [73, 74]. Of particular interest is the solution by [70-72] since when it finds
a solution it is guaranteed to be the optimal solution. Any of these algorithms can be
used in place of our multiscale dynamic programming technique but do not reach the
efficiency of our solution.

I have compared the background found using our

approximation method to that found with the optimal solution from [70-72] and found
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the solutions to be very similar, see figure 2.4b,c, giving evidence that my technique
is a fast and effective solution.
Finally, once I have found the background state for the sub-sampled pixel
locations, I fit a b-spline to these points to extract the entire background contour
(Figure 2.4c). After the optimal background states are obtained, they can be
subtracted or divided from the original image and a threshold applied to separate the
regions containing objects from the background pixels (Figure 2.4e).

Output Graph: The resulting output is a graph for each segmented region, with
nodes belonging to pixels within the segmented region. I describe the output simply
by the region boundary of each segmented region. Say an image Z has NZ segmented
regions. A segmented region i can be represented by !!! (v,e), an ordered set of
vertices representing the pixels at the boundary of region i and graph edges indicating
a link between neighbor boundary pixels. The output is the union of all segmented
!

!
contours, i.e. !!" !, ! = ⋃!!!
!!! (v,e).

Parameters: All parameters are chosen empirically. For the robust potential, the
parameter λ indicates the error beyond which a foreground pixel is considered the
local optimal solution state and is fixed at λ = 5 for all images in our dataset. Other
parameters for the model are dictated by the size of the image and the scale of the
objects to be segmented; here, the sampling interval between neighbor pixel-states is
2  W + 1 = 41 pixels. The parameter µ is set to 4.
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Layer 2: Object parts
Layer 2 identifies and labels object parts. The inputs to this layer are the
!

!
segmented regions, !!" !, ! = ⋃!!!
!!! (v,e).

These regions can consist of

overlapping objects, which may possibly have different labels. In this layer I apply a
shape mechanism to break regions into object parts, so that if a single region consists
of multiple overlapping objects, the object parts can be identified and labeled
correctly. Currently I do this using the symmetry axis method [66] to extract the
symmetry axis, or skeleton, of the shape (Figure 3d,e).

Units: The set of segmented contours described by the graph !!" !, ! =
!

!
⋃!!!
!!! (v,e). For each region boundary !!! (v,e) I have an ordered list of pixels. This

list can be parameterized in two ways: counter-clockwise with parameter s or
clockwise with parameter t, yielding Γ1(s) and Γ2(t) (Figure 2.7a).

Scores: The symmetry scoring is created for each pair of nodes in the graph
!!! (v,e) based on a mirror symmetry or equivalent co-circularity measure (Figure
2.7b,c). One can define this measure as resulting from a match of a node in Γ1(s) with
a node in Γ2(t), expressed as:
! !, ! = | ! ! − ! ! ⨀ ! ! + ! ! |
+| ! ! −! ! ⨀ ! ! −! !
where !(!) and

!(!) are

the

node

coordinates

!

|                  (1)

for

the

respective
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parameterizations, !(!) and !(!) are the corresponding unit tangent vectors, ⨀ is the
dot product of two vectors, and ⊥ denotes the orthogonal vector. Node pairs with
more symmetry receive lower scores, and perfectly symmetric elements have score
S(s,t)=0.

Grouping: I apply the dynamic programming algorithm from [66] to find the best
pairwise matching of boundary contour elements to obtain the optimal symmetry
pairing, taking into account the score cost of equation (1) and a penalty (parameter J)
for the number of object parts created. Figures 2.3d and 2.8a show examples of
optimal symetry pairings, where the midpoint between two paired pixels on the object
contour is the skeleton of the object, and bifurcations of the skeleton break the object
into parts.

In order to obtain a reasonable number of skeleton branches and,

equivalently, object parts for each object, I automatically determine the best J for
each segmented region.

Output Graph: For each region boundary !!! (v,e), the output of the grouping
mechanism is a tree graph (e.g. Figure 2.3e), where nodes represent object parts and
bifurcations in the skeleton and edges connect adjacent object parts and bifurcations
(nodes). Leaf nodes are object parts that contain one self-match (i.e. a boundary pixel
that matches to itself and represents a skeleton end-point). I refer to this tree graph as
GTop(v,e), where a vertex v represents part of an object or a bifurcation and an edge e
connects adjacent object parts and bifurcations. The tree representation, GTop(v,e), is
a natural representation for the object categorization process. Again, each of the NZ
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region boundaries !!! (v,e) outputs one GTop(v,e).

Parameter: The J parameter should scale with the size of the region, as the cost
of equation (1) will scale with the size of the region. To find the relationship between
the optimal J and object size, I manually created supervised data by choosing the best
value of J for objects of varying size (area/perimeter). The best value of J was
selected as the value that gave rise to a skeleton closest to a manually annotated
skeleton. I observed a linear relationship between object size and optimal parameter
value, which I use to deterime the J for each object.

A problem with the symmetry axis method occurs when shapes have holes, i.e.
more than one boundary contour, as illustrated in Figure 2.8a. This occurs quite often
in our application, due to overlaps of objects and even simply due to deformation of a
single object. Therefore, it was necessary to extend the work in [66] to create a
symmetry axis solution for shapes with more than one boundary contour. I select a
point in each boundary contour and then apply a “topological surgery” to link the two
shape boundaries, creating a final long unique boundary shape (Figure 2.8b). The
method extends to multiple shape boundaries as follows: first apply it to a pair of
shape boundaries, merging them into one shape boundary via the “topological
surgery”; apply the method again by merging the resulting shape boundary with
another boundary shape; repeat the procedure successively until all shape boundaries
have been merged.
In order to select to which pair of points the “topological surgery” should be
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applied, a greedy method is used, selecting the closest pair of points (in Euclidean
distance) between two boundary contours (Figure 2.8b, arrows). Once the merge of
the two boundary shapes is complete, I apply the same dynamic programming
algorithm as in [66] to the new unique boundary shape. Figure 2.8a shows a typical
result.

Figure 2.7: Layer 2 Scoring function. (a) The shape boundary contour can be
parameterized in two ways: counter-clockwise (Γ1, green), and clockwise (Γ2, red). Each
pixel from Γ1 is evaluated for pairwise symetry with each pixel from Γ2. The measure of
symmetry of two elements on the shape boundary is given by a mirror symmetry score shown
in equation 1. (b) !(!) are both perfectly symmetric to !(!), so the mirror symmetry score is
zero. (c) The equivalent co-circularity measure where !(!) are both perfectly co-circular to
!(!), so the mirror symmetry score is zero.

Figure 2.8: Layer 2 Grouping mechanism and extension to multiple boundary contours.
(a) The dynamic programming algorithm described in [66] finds the best pairwise matching
of boundary contour pixels to obtain the optimal symmetry pairing for a given object (here,
two overlapping adult C. elegans). Shown are the boundary contour pixels (red), every fifth
matching pair (each connected by a cyan line), the bifurcation points that break the object
into parts (green triangles), and the skeleton of each object part (dark blue lines). The end of
the skeleton is where the optimal matching is a self-match (i.e. a pixel matching to itself).
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The shape can now be represented as a tree graph GTop(v,e), where nodes represent object
parts and bifurcations, and edges connect adjancent parts, as shown in Figure 2.3e. (b) To
extend the symetry axis method in [66] to objects with multiple boundary contours (here
represented as concentric ovals), I select the point in each contour where the two contours are
closest together (red arrows). I then apply a “topological surgery” (red lines) to link the two
shape boundaries, creating a final long unique boundary shape.

Layer 3: Object labeling
Layer 3 addresses the problem of object categorization. The object label
categories are ‘embryo’, ‘larva’ or ‘adult worm’, represented respectively as L=1,2,3.
I first focus on the problem of labeling the object parts, since a given contiguous
region may contain overlapping objects of different categories (thus it may be
necessary to output more than one object label per object, which will be resolved to
final categories later).

Units: Nodes in the object part tree graph GTop(v,e).

Scores: I use an SVM learning method [57, 75] to train three SVMs using the
“one to one” multiclass SVM procedure. Each SVM represents a preference between
two alternative labels in one pair of possible labels: (‘embryo’, ‘larva’), (‘embryo’,
‘adult worm’), and (‘larva’, ‘adult worm’).
Visual inspection of many object part examples suggested that the shape
characteristics that distinguish developmental stages are their size, thickness,
elongation, and the smoothness of the boundary contour (which is informative since
embryos tend to form clumps with rough boundaries, as seen in Figure 2.1). I extract
13 features for each object part, derived from a variety of shape characteristics: area,
length of the symmetry axis, length of the boundary contour, total change in width
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(calculated as ∑(∆w), where ∆w is the difference between the widths of consecutive
matches along the skeleton of the object part), and the number of times that ∆w
changes sign (this value will be high for a “bumpy” boundary and low for a smooth
circle).

Changes in width were calculated at three different scales, considering

“consecutive” skeleton matches at 1, 3, or 5 pixel intervals. I then use the “one to
one” multiclass SVM procedure for each of the three label pairs.
To evaluate our SVMs, I performed 10-fold cross validation using manually
labeled object parts in 100 images, including ~100,000 object parts in total. The
percent correct labels for each SVM were: ‘adult worm’ vs. ‘larva’, 93%; ‘adult
worm’ vs. ‘embryo’, 94%; and ‘embryo’ vs. ‘larva’, 89%. Figure 2.9a shows ROC
curves for the three SVMs. I expect lower performance for the ‘embryo’ vs. ‘larva’
SVM because it is more difficult to extract informative features from these objects,
which are often very small and contain few pixels.
This procedure results in the construction of three new tree graphs for the three
SVMs, {GTp(v,e); p=1,2,3}, where p=1 (‘egg’ vs. ‘larva’), p=2 (‘egg’ vs. ‘adult
worm’) and p=3 (‘larva’ vs. ‘adult worm’). The vertices and edges in these graphs are
the same as in the object part graph GTop(v,e), except that each node is assigned a
score output from the multiclass SVM procedure.

Grouping: When labeling object parts, errors in SVM label scores can occur; in
particular, small object parts are more easily mislabeled due to their lower
information content. However, the tree graph provides additional information about
the proximity of object parts (Figure 2.3d,e). I use this proximity in the tree graph to
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better resolve the scores: typically the nodes with scores that would give the wrong
label had neighboring nodes with stronger scores that carried more discriminative
power, and so could be used to help correct the score of their neighbor (Figure
2.9b,c). To accomplish this, I also make the graph GTop(v,e) a directed graph, where
neighboring object parts that are connected are now connected by two directed edges.
In order to produce final scores that exploit this neighbor structure, for each SVM
tree (indexed by p=1,2,3) I add a sink and a source node to the GTp(v,e) graph, with
edges to each node in GTp(v,e) weighted according the SVM output, and I apply the
min-cut algorithm [62, 63]. More precisely, given an SVM score on a label pair p, the
edge weight from node n to the sink node is the (SVM score + C) and the edge weight
from node n to source node is (–SVM score + C), where C is a constant. The constant
C ensures that all edge weights are non-negative (so C must be larger than the
maximum magnitude of the SVM scores).
Bidirectional edges connecting two object parts (nodes) are assigned a weight µ
based on the sizes of the neighboring nodes relative to the largest node in the graph
(i.e. the largest object part in the object). For an edge connecting node n1 to node n2,
µ = An1/Anmax, where An1 is the area of node n1 and Anmax is the area of the largest
node. For an edge connecting node n2 to node n1, µ = An2/Anmax. Therefore, larger
object parts exert greater influence on the labels of neighboring object parts. This
grouping process gives a clear improvement in our results (Figure 2.9b,c).
To assign a final label I use the Pareto optimal method, a simple “majority vote”
procedure based on the output of the three graphs {GTp(v,e); p=1,2,3}. For each
object part (node), each graph provides one “winning” label: L=1 (‘embryo’), L=2
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(‘larva’), or L=3 (‘adult worm’). Since three graphs are associated with each object
part, there are three winners per part. If one label wins twice, then this becomes the
final label of the part. If all three labels receive one vote each, the final label is
ambiguous, and I call it “no label”.

Figure 2.9: Layer 3 object labeling by SVM and min-cut algorithms. (a) ROC curve of
the multiclass SVM technique: ‘adult worm’ vs. ‘egg’ SVM (WE, red); ‘adult worm’ vs.
‘larva’ SVM (WL, green); ‘egg’ vs. ‘larva’ SVM (EL, blue). (b) An object consisting of a
clump of embryos. Object parts are assigned the “majority vote” SVM label: ‘embryo’
(green) or ‘adult’ (red). The internal region (white) comprises bifurcations. Note that the
SVM incorrectly labels part of the object. (c) The entire object is assigned a final category
label (‘embryo’) after the min-cut algorithm corrects SVM labels and labels bifurcation areas.

Output Graph: The final output is presented by a unique graph GTL(v,e) that
contains the final label assigned to each node v, including the possible label “no
label”. Note that each of the NZ region boundaries !!! (v,e) outputs one GTL(v,e), i.e.
the final output is one graph per object.
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Parameters: The SVMs were trained using the radial basis function kernel.
Cross-validation was used to select the best parameters for training. For all 3 SVMs
the optimal parameters were: gamma = 8, epsilon = 0.001, and C = 215.

Layer 4: Counting developmental stages
Layer 4 computes counts of the different developmental stages using the size
distributions of object labels provided by Layer 3. The goal is to count the number of
C. elegans larvae and embryos in each image, which form the basis for the
quantitative phenotypic analysis of embryonic lethality in our HTP primary screens.
The size of an embryo is expected to remain constant across images, and the expected
number of pixels per embryo (which I call the embryo “unit size”) can be empirically
learned from manually labeled data. I can then estimate the number of embryos in
each new image from the ratio (total area covered by embryos)/(embryo unit size).
In contrast, the sizes of adults and larvae can vary greatly, depending on the
availability of food, the number of animals in the well, and the time the image is
acquired. The final layer of our system therefore focuses primarily on counting the
larvae and adult animals. In Layer 3, I trained SVMs to learn the labels ‘larva’ and
‘adult’ for each object part from a wide variety of images containing a range of
animal sizes. This produces some overlap between the size distributions of adults and
larvae, leading to the occasional miss-classification of animals (see Figure 2.10 for an
example).
In Layer 4, I thus developed a method to obtain more accurate counts of adults
and larvae by correcting for labeling errors using the size distributions of labeled
objects in each image. I know that the majority of images contain more larvae than
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adults and mislabeling events are infrequent, so I can correct for mislabeling between
the two stages as follows: 1) utilizing their higher numbers, I first extract the size
distribution of larvae for each image; 2) I then remove from the image all objects that
fall within the variance of this distribution; and 3) I use the remaining objects to
extract the size distribution of the adults. Specifically, I use the feature “animal area
per self-match” to define the size distributions. I then relabel outliers with the label of
the closest distribution.
After correcting for any mislabeling, I would like to convert the labeled objects
(often consisting of multiple animals) into unit counts of individual animals. As
described above (see Layer 2), self-matches in an object skeleton are associated to the
tips of adults and larvae (Figure 2.8a shows an example). Individual animals will
have two self-matches, so I can use the number of self-matches to obtain a count of
animals within each object.

Figure 2.10: Size distributions of labeled objects can be used to detect and correct
mislabeled outliers. (a) Output from Layer 3, labeling of all objects: embryos (green), larvae
(blue), adults (red). Larvae mislabeled as ‘adult’ are highlighted (dashed circles). (b) Objects
labeled as ‘larva’ (blue points) or ‘adult’ (red points) from (a), plotted by the area per selfmatch. Lines represent extracted size distributions from Layer 4 for larvae (blue) and adults
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(red). The red points falling within the distribution for larvae (dashed circle) correspond to
the mislabeled larvae in (a) and are relabeled as ‘larva’.

Units: There are NZ region boundaries !!! (v,e) and so NZ labeled graphs GTL(v,e)
with a label assigned to each node v, including the possible label ‘no label’.

Scores: Given a region boundary !!! (v,e), the score for each label (L=1 or
‘larva’, L=3 or ‘adult’) is the total area of the nodes assigned that label divided by
the number of self-matches in nodes assigned that label.

Grouping: If the image contains at least twice as many larvae as adult C.
elegans, I first re-label the data with a grouping mechanism. A robust regression
method is fit to the variable “area per self-match” for all data labeled ‘larva’ and
‘adult’ (Figure 2.10). Due to the greater number of larvae than adults, the regression
line will fit to the larva data and the adult worm data will be considered as outliers. At
this point, I can re-label any data labeled ‘adult’ that falls within the variance of the
regression line for the larvae. I then remove all data labeled ‘larva’ and perform
robust regression a second time on the remaining data to extract the regression line
for the adult animals (see Figure 2.10). In this way I can correct the labeling output
for adults and larvae from Layer 3.
If the image does not contain more than twice as many larvae as adults, I do not
have enough data to perform this grouping technique, so I do not attempt any
relabeling.

43
Final Output: The final output of Layer 4 is the count of embryos, larvae, and
adults per image. For embryos, the count estimate is found by dividing the total
number of pixels labeled ‘embryo’ by the embryo unit size (in our images, ~70
pixels). To obtain count estimates for larvae and adult C. elegans, I divide the
number of self-matches from all object parts with these respective labels by two. If
an object has an odd number of self-matches, I round up the number of self-matches
to the next even integer before dividing by two in order to account for occlusions.

2.4 Results
To illustrate DevStaR performance, I applied it to measure the embryonic lethality
of C. elegans strains carrying temperature-sensitive (ts) alleles of genes that are
essential for embryonic development. Such ts alleles lead to reduced gene function,
and therefore higher embryonic lethality, with increasing temperature. Figure 2.11
shows examples of DevStaR pixel labeling results for a population of animals
carrying a ts allele of par-1 at four temperatures.
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Figure 2.11: Examples of results from DevStaR Layer 3. Shown are populations of a C.
elegans strain carrying a ts allele of the essential gene par-1, at four different temperatures.
With increasing temperature these animals exhibit higher levels of embryonic lethality,
reflecting progressive loss of gene function (i.e. at 15˚C embryos hatch and produce larvae,
whereas at 25˚C embryos die and no larvae hatch). Top: original images. Bottom: DevStaR
Layer 3 output, in which each pixel is assigned a label: ‘adult’ (red), ‘larva’ (blue), ‘embryo’
(green) or ‘background’ (white).

In this section, I present comparisons of the phenotype measured by DevStaR to
the phenotype measured by manual scoring and show that DevStaR compares
favorably at different levels of embryonic lethality, both for quantitative manual
scoring of a small sample set and qualitative manual scoring of data from HTP
screens.

I evaluate each layer of DevStaR, with its associated parameters, to

determine their individual contributions to performance. Finally, I show that the
measurement error of DevStaR can be reduced by increasing either biological or
image replicates.

Comparison with quantitative manual scoring
I would like to compare embryonic survival calculated using DevStaR with the
true survival rate.

However, measuring the actual number of animals at each

developmental stage in every well is non-trivial. Without access to a COPASTM
BIOSORT to obtain physical counts, manual annotation remains the most accurate
alternative method available. I do this by labeling individual objects in an image of a
well using an image-editing tool. For larvae, I draw one dot on each larva I observe in
the image, and then count the dots. For embryos, I color all of the image pixels that
represent embryos, and divide the total pixel area by an empirically determined
constant for single embryo size (since, again, it is generally impractical to count
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individual embryos by eye due to clumping).

This counting technique takes

approximately 40 minutes per image.
Using this method of manual annotation, we counted the number of larvae and
embryos in 70 images of populations of C. elegans exhibiting a range of embryonic
survival, and I compared the results with DevStaR counts from the same images.
Overall, I find that at higher embryonic survival, when growth is more robust and the
wells become very crowded, DevStaR tends to under-estimate embryonic survival
(Figure 2.12a). Crowding contributes to over-estimation of lethality in two ways:
first, it creates many occlusions, which can lead to undercounting the number of
larvae; and second, when many animals are in the well they can push any debris (such
as eggshells) into clumps, which resemble – and therefore will typically be counted as
– clumps of embryos, leading to over-estimation of the number of embryos.
To compensate for this issue, I assume there exists a bias in DevStaR phenotype
measurements that scales with the number of larvae, and that I can find this bias to
correct survival estimates. I represent computed survival as
!

!"#$!"#$%&' = (!!!)(1 + !),
where ! is the count of the number of larvae and ! is the count of the number of
embryos obtained by DevStaR. I can then use the manual counts from the same
images to find an ! that minimizes the error between the two:
!"#$%&(!"#$!"#$"%

so ! =   

− !"#$!"#$%&' )! = error(!),

!
!"#$%&(!"#$!"#$"%   (!!!))
! !
!"#$%&   (!!!)

− 1.
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The bias correction (Figure 2.12b) reduces the sum of the squared error based on
manual and DevStaR counts from 17.14 to 0.447. The Pearson correlation coefficient
is 0.97.

Figure 2.12: Effect of bias correction on embryonic survival calculated using DevStaR
vs. manual counts. Each point represents a comparison of the survival rate based on
DevStaR (x axis) and manual (y axis) counts for one image. Black lines represents
expectation for perfect correlation; deviations from the line show differences in survival rates
calculated by the two methods. (a) Results without bias correction, where sum of squared
error = 17.4. Note consistent under-estimation by DevStaR at high survival rates. (b) Results
with bias correction (sum of squared error = 0.447).

Performance evaluation of each DevStaR layer
In order to evaluate the contribution that each layer and associated parameters
make to DevStaR performance, I have compared results of each layer to manually
annotated features in the same images. These features are well positions (for L0),
object segmentation (for L1), or counts presented in the previous section (for L2, L3
and L4).
Layer 0: Attention (Area of Interest)
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To evaluate the performance of Layer 0 I manually annotated the well position for
13 images.

I then compared DevStaR well location to the manually annotated

location. The average precision and recall for DevStaR’s identification of within-well
pixels across the 13 images is 0.94 and 1.0 respectively, showing that DevStaR is able
to locate the well accurately.
Layer 1: Background Removal and Object Segmentation
To evaluate Layer 1 I compared the performance of our new segmentation method
with that of our previously published min-cut method [76]. Image segmentation
presents two particular challenges. First, the method should accurately segment all
images in the database without parameter adjustments, despite large variations in
illumination and intensity. Second, to facilitate the labeling of developmental stages,
segmentation accuracy must be as high as possible especially for the most difficult
objects: small, thin objects whose boundary contour represents a large proportion of
their total object area – in particular larvae, which are both small and of low contrast.
As an external standard, I manually segmented the objects in 5 images, totaling
1242 objects (connected components). I chose images with a wide variation in
illumination and containing many larvae because these are the hardest images to
segment (images are shown in appendix figure 6.1). I perform manual segmentation
by coloring individual pixels as foreground, which takes approximately 3-4 hours per
image. When comparing segmentation pixel-by-pixel, different methods vary slightly
in boundary location detection due to small variations in intensity cut-off at object
boundaries. These minor variations in object boundary do not change the shape
structure so do not lead to labeling errors. Thus, when optimizing DevStaR I am
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more concerned with badly segmented objects with gross shape errors (missing large
parts of the object, or segmenting noise) that can cause significant labeling errors.
I compared segmentation methods by counting the proportion of total objects
across the five images that were “well-segmented” at different thresholds of
segmentation accuracy, where accuracy is defined as the fraction of correctly labeled
pixels within an object (Figure 2.13a). The results of these comparisons showed that
DevStaR Layer 1 can more accurately segment greater numbers of objects without
parameter adjustments over a wide range of image illumination and that it effectively
segments even small, low contrast objects.

To demonstrate the performance of DevStaR layers L2, L3 and L4, I show the
change in performance of DevStaR, on the manually-counted data presented in the
previous section and in figure 2.12, as we adjust the parameters for these layers.
Layer 2: Object Parts
To evaluate the performance of the skeleton algorithm in breaking objects into
parts and extracting features for the SVMs, I measured DevStaR performance using
various fixed J parameters or using our new method to select J automatically, which
depends on object size. As anticipated, automated J selection performed significantly
better than any fixed J parameter (Figure 2.13b). This is because our images contain
objects of significantly different scales (larvae and adults), and to obtain a good
skeleton for both requires that I automatically determine J from the shape of the
object.
I also evaluated performance with and without the capability of finding skeletons
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on shapes with more than one boundary contour (shapes with holes). Figure 2.13b
shows that applying the skeleton to multiple boundary contours improves
performance, though to a smaller extent than tuning the J parameter. This is because
there are often few shapes with holes, whereas an incorrect J parameter usually
affects many objects in the image.
Layer 3: Object Labeling
The performance of the SVMs used in Layer 3 is shown by the ROC curves in
Figure 2.9c. The min-cut grouping technique used by DevStaR attempts to correct
any SVM mislabeling events by allowing the influence of neighboring labels. The µ
parameter determines the strength of neighbor influence, and we evaluated DevStaR
performance at different values of µ in comparison with manual annotation (Figure
2.13b). For fixed µ, the best performing value is µ=1, where the sum of the squared
error = 0.46 (vs. a value of 0.526 when µ=0, i.e. no neighbor influence). Automatic
selection of µ based on the sizes of neighboring parts (the method used by DevStaR
and described above) achieves better performance than any fixed µ (sum of squared
error = 0.447). These results demonstrate that neighbor influence does affect DevStaR
performance and that using the size of neighboring parts to determine the strength of
the influence gives the greatest performance improvement. The µ parameter has a
smaller effect than the J parameter because of the already high performance of the
SVMs; thus label correction might only affect a small proportion of the objects in the
image, leading to small changes in measured phenotype. However, in cases where an
object that is a large clump of eggs is incorrectly labeled, label correction can have a
huge effect on the resulting phenotype, and this is where the min-cut grouping with
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neighbor influence can most prevent phenotype measurement errors.
Layer 4: Counting Developmental Stages
The reduction in error with respect to manual annotation that is achieved by the
label correction mechanism of Layer 4 is relatively small (Figure 2.13b). This is due
both to infrequent mislabeling of larvae as adult worms and to the small proportion of
images where larvae have grown larger than usual. Large larvae typically result from
greater food availability (e.g. due to few adults and high embryonic lethality) or
delayed recording of images (allowing more growth time).

Thus, while label

correction may have a small overall effect on error, for certain images it will be an
important step to achieving an accurate phenotype.

Figure 2.13: Performance analysis of DevStaR layers. (a) Layer 1: Performance of
segmentation technique used in Layer 1 (L1) and min-cut method described in [76], with
respect to manual annotation of five images (see appendix Figure 6.1). The proportion of total
objects that were “well-segmented” by each method was evaluated at three different
thresholds of minimum segmentation accuracy, where accuracy is defined as the proportion
of correctly labeled pixels within an object: (TP+TN)/(TP+FN). (b) Layers 2-4: Sum of
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squared error in DevStaR phenotype with respect to manually counted phenotype (using data
shown in Figure 2.12 for different parameter values in DevStaR Layers 2, 3 and 4.

Comparison with semi-quantitative manual scoring
In order to validate the utility of DevStaR in the context of HTP applications, I
compared DevStaR developmental stage counts with semi-quantitative manual
scoring of image data acquired in an HTP RNAi screen. The data set used for
comparison comprised 30,000 manually scored images of C. elegans populations
spanning a large range of embryonic survival. For manual scoring, each image was
assigned two integers ranging from 0 to 9 (one for larvae and one for embryos),
representing zero animals at the respective developmental stage to the maximum
number of animals at that stage observed across all the images. This graded scoring
scale was selected, after testing larger and smaller ranges, to provide the most
intuitive level of subjective discrimination by a human. The manual scores represent
~200 hours of work and were all assigned by the same individual. A static reference
panel showing representative images for all embryo and larva score categories was
visible for all analyses (see appendix figure 6.2).
I emphasize that, in practice, it is not feasible for a human to count precisely the
developmental stages in HTP experiments, since it takes on average around 40
minutes for a human to count the objects in one image. Instead these qualitative
scores represent estimates of embryo and larva counts, which, after training, take 15
to 30 seconds per image. Depending on the experimental setup and level of detail
required, other scoring systems may be used for semi-quantitative estimates.
In order to obtain meaningful comparisons between DevStaR and semi-
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quantitative manual scoring, it is therefore important to consider only the resolution at
which the manual scoring is reproducible. I first evaluated how consistently a human
assigns categories to each developmental stage, based on blind scoring of 200 images
in duplicate (Figure 2.14a). I found that the proportion of images assigned the same
category in the two rounds of scoring (the “match rate”) was low: 37% for embryos
and 66% for larvae. These results indicate that a human cannot reliably discriminate
between ten categories for these developmental stages. Next, I relaxed the criteria for
a “consistent” match by allowing neighboring categories to count as a match. For
example, a first-neighbor match would allow an image assigned 3 in one round of
scoring to be considered as consistent if it received 2, 3 or 4 in the second round. If I
allow matching between both first- and second-neighbor categories, then for example
a 3 would count as a consistent match with any value spanning 1-5. With these
relaxed criteria, I was able to achieve above 90% correct match rate for larvae by
allowing first-neighbor matches and for embryos by allowing first- or secondneighbor matches. These results show the resolution at which semi-quantitative
manual scoring of larvae and embryos is reliable using this ten point system.
In order to compare the results from DevStaR with this semi-quantitative scoring
scheme, I first performed 10-fold cross-validation to learn the best correspondence
between DevStaR counts and manual category assignments. Specifically, I used 90%
of the 30,000 scored images to learn the distribution of DevStaR counts for each of
the ten manually defined categories for each developmental stage (see appendix,
figure 6.3). With the remaining 10% of the data, I calculated the probability that the
DevStaR counts for each image could represent a sample from the distribution for
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each category, and I assigned to the image the category with the highest probability.
Using the relaxed criteria described above that define the resolution of manual
scoring (first-neighbor matches for larvae and first/second-neighbor matches for
embryos), I then compared the predicted and human categories (Figure 2.14b) and
found that DevStaR achieved a correct rate of 89% for larvae and 83% for embryos. I
also tested using the average DevStaR count over three images (with the same manual
score) to learn and predict the categories – the rationale being that biological
experiments are often performed with replicates, so usually more than one image is
available to estimate the underlying phenotype. Using the average of three images
(and again using the relaxed criteria that define the resolution of manual scoring), I
was able to obtain a correct match rate greater than 95% for both embryos and larvae
(Figure 2.14b). These results show that DevStaR can be used to score HTP screens in
place of manual scoring without a loss in accuracy.

Figure 2.14: Comparison of DevStaR results with qualitative manual scoring. (a)
Reproducibility of manual estimates of survival in two rounds of blind scoring of 200 images.
Each image was assigned one of ten qualitative categories representing 0-100% survival. Bar
heights represent the proportion of images with “consistent” category labels, as defined by
three different methods: an exact label match, e.g. {3,3} (black bars); an exact or firstneighbor category match, e.g. {8,9} (gray bars); or an exact, first-neighbor, or secondneighbor (e.g. {5,7}) category match (white bars). Reproducibility increases as the stringency
for a “consistent” match is relaxed. (b) DevStaR performance compared with qualitative
manual scoring on 30,000 images, performed as outlined above. DevStaR “correct”

54
prediction rate on ten-fold cross validation, defined as an exact or first-neighbor overlap for
larvae, and as an exact, first-neighbor, or second-neighbor overlap for embryos. Bar heights
represent the “correct” prediction rate using one image (black) or 3 images (white) for
training and prediction. The prediction rate by DevStaR using three images is on par with the
reproducibility of manual scoring at the same stringency.

Measurement error of DevStaR
I evaluated the reproducibility and resolution of DevStaR results by examining
the variation in measurements for technical or biological replicates. To this end, I
acquired a total of 3,840 images: 10 image replicates for every well in individual 96well plates of populations carrying the mbk-2 ts allele, acquired at each of four
temperatures (thus, 960 images at each temperature). The resulting data are similar to
the examples shown in Figure 2.11.
I first computed embryonic survival at each temperature using the 10 replicate
images per well for each of the 96 wells as the estimate of the survival in the
population, and then used this population estimate to analyze the sampling error
among technical and biological replicates. For technical replicates, I analyzed
multiple snapshots of a single well: since the animals inside the well are moving, each
picture is different, but the actual number of each developmental stage inside the well
remains constant. I evaluated our measurements as a function of the number of
independent snapshots per well, considering sample sizes ranging from 1-10 images,
and used the Student’s t distribution to obtain a confidence interval around the sample
mean for the true mean of embryonic survival (Figure 2.15, blue line). For biological
replicates, I performed the same exercise but compared single snapshots of different
wells from the same plate (Figure 2.15, red line). From these results I observed that
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the confidence interval shrinks as the sample size increases for both image and
biological replicates. Thus, the measurement error of an underlying phenotype
decreases as either biological or technical replicates are increased.
I can also use these data to measure the resolution that can be obtained with
DevStaR in measuring embryonic lethality. Here, for example, I expect to achieve a
measurement error of ±4% using four image replicates in an experiment. Using four
biological replicates, the confidence interval is ±6%, and this value comprises both
the measurement error of the entire experimental system and natural biological
variation. This suggests that the difference in embryonic lethality between two
populations of C. elegans must be greater than 6% in order to be distinguishable as
two distinct phenotypes that are not attributable to measurement error or biological
variation. Moreover, this resolution exceeds that which can be obtained by even semiquantitative manual scoring.

Figure 2.15: Confidence interval of the mean from DevStaR measurements. The CI
decreases as the number of either image replicates (blue) or biological replicates (red) is
increased.
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2.5 Conclusion
DevStaR can rapidly and accurately segment, label and count developmental
stages in populations of C. elegans, and therefore is a useful tool to measure
embryonic lethality in mixed populations in a high-throughput context. In our lab, I
have so far used DevStaR to score over four million images from multiple genetic
interaction screens, producing results with much greater resolution and speed than
would otherwise be possible by manual analysis. DevStaR thus enables highthroughput screens in C. elegans that were previously impractical or simply
unfeasible, opening up many new opportunities for genetic and chemical genomic
screening.
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Chapter 3

Automated scoring of Genetic Interactions
using DevStaR

Genetic interaction screens performed so far in C. elegans either involve one
query gene tested against many target RNAi clones (or even against a full genome
wide RNAi library) [77-80], or they involve testing multiple query genes against a
smaller set of RNAi clones [81-83]. These genetic interaction screens were all
manually scored for interactions, mostly by counting progeny to calculate embryonic
survival.

DevStaR can automatically score embryonic viability phenotypes in

populations of C. elegans from high-throughput image data, enabling us to automate
the analysis of genetic interaction screens, which in turn allows us to significantly
increase the throughput of these screens. Thus far, the Piano lab has used DevStaR to
score approximately 50 genome wide genetic interaction screens, totaling over 3.5
million images, the highest throughput C. elegans genetic interaction screen to date.

3.1 Genome wide C. elegans genetic interaction screening
There are approximately 20,000 protein coding genes in the C. elegans genome.
During early embryonic development around half of these genes are expressed [30],
yet only 2500-3000 of them are essential for embryonic development [16, 17, 20-22,
25-27, 29]. Genome wide single gene perturbation experiments in C. elegans have
revealed a function for only 20% of the genes in the C. elegans genome [16, 17, 2022, 25-27, 29]. This could be due to many factors, such as incomplete RNAi
knockdown or subtle phenotypes that we have not been able to observe under
laboratory culture conditions [33], but it also suggests the existence of significant
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genetic redundancy. In order to reveal redundancy and uncover the role of more
genes in C. elegans early embryonic development, we can perform genome-wide
screens for genetic interactions with genes essential for embryonic development.
In the Piano lab we performed genome-wide genetic interaction (GI) screens for
all 24 publicly available early embryonic essential genes with temperature sensitive
alleles (TS mutants). TS mutants carry mutations that affect the activity of a gene
depending on temperature. Usually, but not always, a lower temperature is the
permissive temperature, at this temperature gene function is close to wild type; as the
temperature increases, the activity of the gene is reduced until full, or close to full,
loss-of-function of the gene occurs (restrictive temperature). The TS mutants allow
screening for genetic interactions against lethal genes. Animals are grown at their
permissive temperature and moved to their restrictive temperature at the last larval
stage in order to look for genetic interactions in early embryonic development [33].

Materials and methods for GI testing
For each TS mutant two genome wide RNAi screens are performed, once to test
for suppressing interactions and once to test for enhancing interactions. The RNAi is
delivered via feeding in 96 well plates, the methodologies for these screens are
described in [33].
For each interaction tested a total of four experiments are performed; 1) The TS
mutant fed with the candidate RNAi (TS + RNAi). 2) The TS mutant fed with the
control, empty vector RNAi (TS + L4440). 3) Wild-type N2 worms with fed with the
candidate RNAi. 4) Wild-type N2 worms fed with the control, empty vector RNAi
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(N2+ L4440). To identify suppressing genetic interactions, a decrease in embryonic
lethality in populations of the TS mutant at the restrictive temperature is sought, with
the candidate RNAi (TS + RNAi), compared to populations of the TS mutant alone at
the restrictive temperature (TS + L4440), see figure 3.1 for an example of
experiments and controls from a suppressing interaction. To identify enhancing
genetic interactions, an increase in embryonic lethality in populations of the TS
mutant at semi-permissive temperature is sought, with the candidate RNAi (TS +
RNAi) compared to populations of the TS mutant alone (TS + L4440) at the semipermissive temperature.

However, it is necessary to check that the increase in

lethality is not present in the wild type N2 strain with the candidate RNAi (N2 +
RNAi), and is therefore due to the RNAi phenotype alone. See figure 3.2 for an
example of experiments and controls from an enhancing genetic interaction.
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Figure 3.1: Suppressing genetic interaction between hcp-6 (TS mutant) and puf-3
(RNAi). The wild type N2 strain with the control RNAi empty vector (N2 + L4440) does not
show embryonic lethality. The N2 strain with the puf-3 RNAi (N2 + RNAi) also does not
show much embryonic lethality. The TS mutant of hcp-6 at the restrictive temperature (TS +
L4440) shows 100% embryonic lethality and the TS mutant with the puf-3 RNAi (TS +
RNAi) shows a reduction in embryonic lethality (you can see larva in the image).

61

Figure 3.2: Enhancing genetic interaction between emb-8 (TS mutant) and prx-5
(RNAi). The wild type N2 strain with the control RNAi empty vector (N2 + L4440) does not
show embryonic lethality. The N2 strain with the prx-5 RNAi also does not show much
embryonic lethality. The TS mutant of emb-8 with L4440 at the permissive temperature (TS
+ L4440) shows little embryonic lethality and the TS mutant with the prx-5 RNAi (TS +
RNAi) shows almost 100% embryonic lethality.

3.2 Primary screen
In the first stage of our genetic interaction screening (the primary screen) we test
each TS strain, genome wide, for potential interacting genes. Potential interactions
are then retested in higher replication using a secondary screen. The primary screen
for each type of interaction (suppressing and enhancing), tests each TS mutant against
the entire RNAi library twice, producing 2 replicates per RNAi and TS combination
on 2 different plates for both suppressing and enhancing interactions. The RNAi
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library used consisted of the Ahringer RNAi library (16,757 clones) [29],
supplemented with 2012 clones form the Vidal library [21] resulting in a coverage of
88% (18,769 clones) of the genes from the C. elegans genome. Each day that a TS +
RNAi combination was tested, the necessary controls were also tested at the same
temperature, see figure 3.1 and 3.2 for the controls needed for enhancing (ENH) and
suppressing (SUP) experiments.
Plate and batch effects need to be considered when analyzing the primary screen
data. Due to the temperature sensitivity of the TS mutants there can be plate-specific
variations in temperature causing the background lethality of the TS strain to differ
slightly between replicate plates. Batch effects are also seen in the RNAi bacterial
preparation, differences in strength of an RNAi knockdown can more frequently be
seen between batches of RNAi preparation than between replicate experiments from
the same batch of RNAi preparation. Two experiments coming from the same batch
of bacteria come from the same deep well of bacteria preparation, see [33] for details
of the bacteria preparation.

Also, due to the extreme high throughput of the

experiment, there exists inconsistency in image quality, mainly due to differences
between microscopes and manual adjustments of the microscope settings, by different
experimentalists, per plate. We perform the 2 replicates of each experiment and all
controls on separate plates with only one plate for each control per experiment, so we
cannot easily control for these plate effects when comparing the experiment to the
controls. Due to the low replication and difficulty of plate effects we chose not to
combine the 2 replicates per RNAi clone to select genes positive for genetic
interaction, instead we consider each TS + RNAi image individually to identify
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images potentially showing an interaction. The secondary screen of our experiment is
performed in much higher replication to retest potential interactions identified in the
primary screen, with better control for plate and batch effects of RNAi preparation.
In order to select the images exhibiting a possible interaction we took advantage of
two characteristics of the experimental design, first the experiments within a single 96
well plate will not be affected by batch or plate effects, due to all being on the same
plate, second from previous high throughput genetic interaction screens in yeast [84]
we expect the number of interacting genes to be far fewer than the total number of
genes in the genome, so on a single plate we can expect many more wells to contain
non interacting genes than interacting genes. Taking these details into account we
chose to take the top 25% of images per plate, most likely to be showing an
interaction (using DevStaR scores) and then score by eye these images to remove
obvious non-interacting genes. The TS + RNAi combinations corresponding to the
remaining images were retested in the secondary screen.

For the suppressing

interactions we take the top 25% of the experiment plate, ranking the images by the
embryonic survival output by DevStaR. We are looking for any reduction in lethality
compared to the phenotype of the TS alone (the phenotype shown by the non
interacting images and presumably the majority of the wells on the plate) regardless
of the lethality of the RNAi control. For the Enhancing interactions we also take the
top 25% of the experiment plate, ranking the images by the embryonic lethality
output by DevStaR, but first filtering out all wells in which the corresponding RNAi
controls show complete or almost complete Embryonic lethality (Lethality < 20%
output by DevStaR), thereby attempting to reduce the false positives in the top 25%,
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where the lethality is caused by the RNAi alone. We are looking for any increase in
lethality compared to the phenotype of the TS alone (the phenotype shown by the non
interacting images and presumably the majority of the wells on the plate) but first
filtering extremely lethal RNAi controls, this way we may still have wells in our top
25% in which the lethality is caused solely by the RNAi but we should have
automatically removed the obvious ones and will remove the rest by eye as we do not
have enough replicates to do this reliably from DevStaR results alone.
Approximately 10,000 images are scored by eye per strain for both suppressors and
enhancers a reduction from approximately 40,000 images total per strain per
interaction type.

3.3 Secondary screen
The primary screen has been completed for both the enhancing interactions and
the suppressing interactions; however, as of today the manual scoring has not yet
been completed for the enhancing interactions so I will now focus on the continuation
of the screen but only for the suppressing interactions.
Once we selected our potential interacting partners we then performed a
secondary screen to test these genes for suppressing interactions. After the manual
scoring of the top 25% most likely interactions from the primary screen we had
approximately 500 genes to test for suppressing interactions per TS mutant. When
designing the secondary screen we wanted to maximize the number of replicates of
each potential interacting pair tested and we wanted to minimize plate and batch
effects as well as minimize the inconvenience to the biologists performing the
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experiments. We decided to test each interaction with 8 replicates performed on two
separate dates, this way half of the replicates come from one bacterial preparation and
the other half come from another, this will give us enough replicates per batch of
bacteria to recognize if something went wrong in the preparation of one of the
batches.

On each date we tested 4 replicate plates containing both interaction

experiments (TS + RNAi) and TS + L4440 controls. This enabled us to compare TS
+ RNAi and TS + L4440 from the same plate, reducing plate effects. Similarly we
produced 4 replicate RNAi control plates on the same date and within these plates we
included the N2 + L4440 controls. See figure 3.3 for a diagram of the experimental
set up.

Figure 3.3: Set up of secondary screen per date. Red plates contain the TS mutant, blue
wells indicate TS + L4440, white wells indicate Ts + RNAi, a different RNAi in each well.
Green plates contain N2 worms, orange wells indicate N2 + L4440 controls and white wells
indicate N2 + RNAi, a different RNAi per well.

3.4 Testing for interactions
In order to score interactions we used the multiplicative rule, which states that,
under the condition of no genetic interaction, the expected phenotype of the TS +
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RNAi experiment is the product of the phenotype of the TS + L4440 and the N2 +
RNAi [34]. A genetic interaction is found when the phenotype of the TS + RNAi
experiment deviates significantly from this product. We calculated the expected
phenotype of the TS + RNAi under no interaction and measured the actual deviation
of the TS + RNAi phenotype from this. TS mutants can exhibit different levels of
phenotype variability depending on the TS strain and RNAi also can exhibit a
significantly variable phenotype depending on the RNAi clone. All of these sources
of variability need to be accounted for when calculating the expected phenotype, see
figure 3.4 for an illustration of the production of the expected distribution.

Figure 3.4: Cartoon illustration of producing the expected distribution when screening
for suppressing interactions. The product of the distribution of the phenotype of TS +
L4440 and N2 + RNAi is found to get the expected distribution of the TS + RNAi.

Before we calculated the expected distribution we divided the survival measured
by DevStaR for each well by the median survival of the N2+L4440 on that date
(orange circles in figure 3.3). We do this so that the survival phenotype becomes
relative to the wild-type survival on that day. We calculated the expected distribution
of the TS + RNAi phenotype for each replicate of TS + RNAi by calculating the
product of the median across all 8 N2+RNAi experiments with all TS + L4440 (from
the same plate as the TS + RNAi replicate) (see figure 3.3 for a reminder of the plate
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set up). We can then measure the distance (d) between the phenotype of the TS +
RNAi replicate and the median of the expected distribution (see figure 3.5). We
calculated the expected distribution and measured the distance from the experiment to
the expected distribution separately for each experiment. We divided d by the inter
quartile range (IQR) of the expected distribution in order to account for the variability
of the expected distribution and we call this measure the GI score, the higher the
magnitude of the GI score the stronger the interaction. When we calculated the
expected distribution we used the median of the 8 N2 + RNAi replicates for two
reasons, first because the N2 + RNAi are not performed on the same plate as the TS +
RNAi and only 4 replicates are performed on the same date, so in order to use the
maximum 8 replicates we will have plate and batch effects, the median of the 8
replicates will reduce the effects of any outlying plates, second we found that when
using each of the 8 replicates individually to create the expected distribution we
produced a much noisier expected distribution. We use robust statistics such as IQR
and median to describe the distribution because the experiments as well as DevStaR
results can be noisy.

Figure 3.5: Measuring the GI score, the deviation between the expected TS + RNAi and
the actual TS + RNAi phenotype. The expected TS + RNAi distribution is produced and
the difference between the actual TS + RNAi phenotype and the median phenotype of the
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expected distribution is measured. The distance is divided by the IQR of the expected
distribution to account for variability in the expected distribution.

3.5 Performance of DevStaR GI score compared to manual
scoring of emb-8 secondary screen
Once the GI score for each replicate of an interaction tested was calculated, we
need to combine the information across the replicates and produce a measure of
interaction for each TS + RNAi combination. In order to test the best way to do this
we chose the TS mutant for emb-8 and scored manually all of the images from the
secondary screen for this gene. Each image of a TS (emb-8) + RNAi was given a
score, 0, 1, 2, or 3. O indicating no interaction up to 3 indicating a strong suppressing
interaction. The strength of interaction was estimated semi-quantitatively, by eye, by
judging the difference between the lethality of the TS + L4440 and the TS + RNAi,
taking into account the variability of the TS + L4440 control. We then compared the
manual scores for each image to the GI score for each image (see figure 3.6 for a box
plot of the GI scores for each manual score category). There is significant overlap
between the distribution of GI scores per manual score category, this indicates, as we
expected, that to get an accurate measure of interaction using DevStaR, combining
across more than 1 replicate will be necessary. Combining evidence from multiple
replicates will enable us to reduce noise in our measure of interaction and better
reproduce manual scoring.
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Figure 3.6: Distribution of GI score for images in each manual score category from emb8 secondary screen. Median GI score for manual score of 0 is -0.07, for manual score of 1 is
1.15, for manual score of 2 is 2.79, for manual score of 3 is 6.13. The red line indicates a GI
score of 2.

In order to combine the GI scores across the replicates and compare to the manual
score we chose to sum the scores across the replicates because due to the high false
negative rate and low false positive rate of RNAi [21] it is more likely an interaction
may be missed than to be seen when it is not real. Temperature variation could cause
a false positive interaction but by putting the TS + L4440 and the TS + RNAi on the
same plate we are minimizing temperature differences between them. Therefore the
sum represents an accumulation of the evidence seen across the replicates. In order to
compare the sum of the GI scores to the sum of the manual scores, when we sum the
manual scores we will weight each of the manual scores (0, 1, 2, 3) to equal the
median GI score of each category (0, 1, 3, 6), (see figure 3.5).
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The total number of RNAi clones tested for genetic interactions in the secondary
screen of emb-8 was 734 clones for 581 genes. Before combining the replicates of
each clone I filtered images that show phenotypes or problems that may interfere with
measurement of embryonic survival such as sterility (no brood to measure survival),
no bacteria growth (worms did not live because the bacteria did not grow) or larval
lethality (worms did not mature to adulthood). After the filtering of these images I
required that there remains at least 6 out of 8 replicates per clone to be included in the
analysis, leaving us with 532 clones. Figure 3.7 shows the distribution of the sum of
the GI scores across the replicates for each possible sum of manual scores. Using a
cut off of the sum of scores over the replicates of 12 for GI scores and 10 for manual
scores I got 5 false positive interactions and 19 false negative interactions. Most of
the false negative interactions are close to the manual score cut off meaning these
may be examples of genes that have weak evidence of interaction.
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Figure 3.7: Box plot of the distribution of sum of GI scores across replicates for each
possible sum of manual scores. A cut off of greater than 10 for the manual scores was used
to create the ground truth interacting set. A sum of at least 12 from DevStaR GI scores was
required for DevStaR to identify an interaction. Using these thresholds DevStaR had 5 false
positive interactions, 19 false negative interactions, 140 true positive interactions and 395
true negative interactions.

3.6 Suppressing genetic interactions for emb-8: Comparison to
previous suppressor GI screen
When comparing emb-8 suppressors found by DevStaR to emb-8 suppressors
found by a previous screen in our lab we find that differences between the screens are
mostly due to the experiments not repeating consistently, rather than due to DevStaR
scoring errors. A list of all genes found by DevStaR to have a suppressing genetic
interaction with emb-8 and their associated GI scores can be found in the appendix,
table 6.1. A pilot study was performed in the Piano lab (Cipriani et al, in preparation)
that tested the emb-8 TS allele against approximately 500 RNAi clones. When
comparing the emb-8 suppressors found by DevStaR to emb-8 suppressors found in
the pilot GI study 30% of the emb-8 suppressors that we found and that were tested in
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the pilot were not found in the pilot screen. Of the emb-8 suppressors found in the
pilot screen 56% were not found as emb-8 suppressors in our screen, see figure 3.8.
If we assume that the false positive rate of these experiments is very low [21], then
the false negative rate of the genome wide screen is higher than the false negative rate
of the pilot screen, perhaps this is due to the much higher throughput of the genome
wide screen. Manual inspection of the images in our screen corresponding to genes
found as emb-8 suppressors in the pilot screen but not in our screen revealed that the
interactions that we did not find either did not reproduce in our experiments or
reproduced only weakly, we did not miss these interactions because of DevStaR error.
The interactions that did not reproduce most likely did not do so because of
experimental problems such as failure of the RNAi to knockdown the target gene
effectively, see table 3.1 for a list of the suppressors from the pilot screen that did not
reproduce in our screen.

Of all the emb-8 suppressors found and tested in both

screens there is a 37% agreement between screens.

Figure 3.8: Venn diagram showing agreement in emb-8 Suppressing interactions
between genome wide screen and pilot screen (Cipriani et al., in preparation). Orange
circle represents all emb-8 suppressors found in genome wide screen that were also tested in
pilot screen and blue circle represents all emb-8 suppressors found in pilot screen. Of all the
suppressors found there is 37% agreement between the screens.
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that were not reproduced in our genome wide screen. Total of 18 interactions found in
Cipriani et al are not found in our genome wide screen, this is 56% of the emb-8 suppressors
found in Cipriani et al.

3.7 Conclusion
We are currently working on how to best detect suppressing interactions from all
of the strains in our secondary screen data using DevStaR. It would be convenient if
we could apply the threshold of GI score sum found to be optimal for emb-8 to all
strains, but we manually scored a second strain, dhc-1, and found that for this strain
the manual score categories correspond to different GI score medians for each
category (see figure 3.9). This implies that humans, when scoring require a different
distance from the controls for each category of interaction strength depending on the
strain and that dividing the distance d (see figure 3.5) by the IQR of the expected
distribution is not enough to normalize for differences between strains. Therefore we
cannot expect the same threshold to perform optimally for all strains. We would like
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to be able to determine the optimal threshold for each strain without manually scoring
all the images for each strain. We are currently scoring a subset of images for each
strain and hope to be able to determine each optimal threshold from this subset.

Figure 3.9: Distribution of GI score for images in each manual score category from dhc1 (left) and emb-8 (right) secondary screen. The red line indicates a GI score of 2.

It is also unclear how to combine the information across replicates to determine
whether an interaction has occurred or not. Above I used the sum, but we are
continuing to explore how to combine the evidence from the replicates. For example,
are 3 replicates showing a weak interaction equivalent to one replicate showing a
strong interaction? When we combine information across replicates consistency as
well as strength should be considered, but perhaps not weighted equally. Also given
the high false negative rate of RNAi experiments perhaps we should allow for some
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of the replicates to be discarded before combining across the remaining replicates, but
in the case of suppressors, DevStaR may be more prone to false positives than false
negatives so this must also be accounted for.
When scoring for suppressors, often we are looking for a difference between no
larvae in the image and a small amount of larvae in the image. This is particularly
difficult for DevStaR as any small noise in larvae detection will be a large proportion
of the total amount of larvae in the well and therefore lead to large errors. Some TS
strains are more restrictive than others meaning that for some strains a very small
increase in embryonic survival reveals significant suppression. These strains are
particularly difficult to score with DevStaR, so we are also continuing to develop
DevStaR by performing further analysis in situations when the lethality is very high.
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Chapter 4

Genome wide RNAi screen with 30
replicates per clone

4.1 Introduction
Previous genome wide RNAi screens in C. elegans were limited to at best
yielding semi quantitative results, because they were performed with few replicates
per clone using manual scoring [16, 17, 19-22, 25-27, 29].

RNAi is a tricky

experimental technique with high rates of false negatives when compared to mutant
phenotypes (up to ~83% for viable post embryonic phenotypes and ~43% for
nonviable phenotypes [21]) and consequently prone to high variability between
screens (10% - 30% [21]); therefore it is essential to perform any RNAi experiment in
many replicates. Previously, it has been impossible to do so, because of the time
required for manual data analysis. With the development of automated scoring, using
programs such as DevStaR, one can design and perform experiments with high
replication rate and quantitative scoring.
We have performed multiple genome wide genetic interaction screens, described
in chapter 3. In each experiment testing for potential interactions of a pair of genes
by RNAi mediated knockdown of a gene in a TS mutant background, we also
evaluate the phenotypes resulting from RNAi knockdown of each gene individually
in wild type N2 worms. Through the course of the genetic interaction screening of 24
TS alleles tested against the whole genome for both suppressing and enhancing
genetic interactions, we accumulated single RNAi gene knockdowns equivalent to
approximately 30 genome wide RNAi screens, totaling over 600,000 images. I have
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used DevStaR to analyze these data, processing the images in approximately one
week on a 16-core Linux computer with 24 GB RAM. I used the quantitative
phenotypes provided by DevStaR to compare to previous RNAi data in order to
validate our screens and use of DevStaR scoring.

I then used the quantitative

phenotypes to look at features of the RNAi data such as variability and penetrance,
which previously have only been measured semi-quantitatively using traditional
manual scoring techniques.
Genes that give rise to highly variable phenotypes when knocked down revealed
striking enrichments for particular gene regulatory classes, such as those involved in
RNA processing, RNAi mechanisms and chromatin remodeling. Several of these
genes are involved in epigenetic regulation and may function as phenotypic
capacitors. My observations suggest that screening for variable phenotypes reveals
genes involved in maintaining the robustness of the organism by fine-tuning gene
expression.

4.2 Genome wide distribution of RNAi phenotype
In order to validate our RNAi experiments and the DevStaR quantitative scoring
used, I looked at the genome wide distribution of the embryonic lethality (emb) and
sterility (ste) phenotypes. Many RNAi screens have been performed previously in C.
elegans [16, 17, 19-22, 25-27, 29], we find comparable genome wide rates of emb
and ste phenotypes. I have directly compared our RNAi data to recorded RNAi
phenotypes in WormBase, to verify that the false negative and positive rates observed
in our experiment are similar to known RNAi experimental error rates.
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Figure 4.1a shows the distribution of the survival phenotype across the genome,
using a density plot (a smoothed and rescaled histogram).

Most of the RNAi

knockdowns did not give a strong embryonic lethality (emb) phenotype, similar to
results obtained from previous screens [16, 17, 19-22, 25-27, 29]. Figure 4.1b shows
the distribution of the inter quartile range (IQR) of the survival phenotype across the
30 replicates, the IQR gives a robust measure of how variable the phenotype results
are across the 30 replicates. Most RNAi clones have a variability of approximately
+/- 7% survival, but some clones show a much higher variability. Figure 4.2 shows
the sorted phenotypes across all the RNAi clones both for survival, figure 4.2a, and
larva per adult, figure 4.2b, as expected from previous screens [16, 17, 19-22, 25-27,
29] less than 2000 genes show some embryonic lethality and between 2000-3000
show either some embryonic lethality or sterility (a decrease in the number of larvae
per adult can be due to embryonic lethality (emb) or sterility (ste)). Fig 4.2 also
shows the density of clones, across the range of the phenotype, that have known
embryonic lethality or sterility RNAi phenotypes (data compiled from WormBase).
Bins (50 clones in width) are created across the ranked list of RNAi clones, the color
of each bin represents the proportion of clones within the bin that have known
embryonic lethality or sterility RNAi phenotypes, darker red represents a higher
proportion. Bins at the beginning of the sorted lists (clones with stronger phenotypes)
are a darker red indicating that more of the genes in these bins have been shown
before to have an embryonic lethality or sterility phenotype by RNAi. The plot never
becomes completely white, even for the phenotypes near wild-type, within these bins
we have a 2% - 25% false negative rate (1 – 12 genes in this bin have an emb or ste
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RNAi phenotype recorded in WormBase that we do not see). This false negative rate
is low but within previously recorded false negative rates of RNAi [21]. It may be
possible to reduce our false negative rate further by discarding some of the replicates
per clone that give the highest survival (potential false negatives), before taking the
median across the remaining replicates, under the assumption that RNAi is prone to
false negatives and therefore we can expect a proportion of the 30 replicates to be
false negatives.

Figure 4.1: Genome wide distribution of survival with RNAi clone relative to survival
with control RNAi vector (L4440). a) Density plot of relative survival across the genome.
b) Density plot of IQR of relative survival across the genome.

Figure 4.2: Quantitative Phenotype for each RNAi clone in our screen. Clones have been
sorted by the magnitude of the phenotype on the y axis. Bins of 50 clones were created
across the ranked list and colored by the proportion of clones within each bin that has a
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known emb or ste RNAi phenotype in wormbase. a) RNAi clones sorted by survival. b)
RNAi clones sorted by Larvae per adult.

4.3 RNAi clones with variable phenotypes
A partially penetrant phenotype is a phenotype that is only exhibited by a
proportion of the population, in our experiment an example of a partially penetrant
phenotype could be an RNAi that causes only a proportion of the embryos in an
image to die.

We cannot determine which generation the partial penetrance is

affecting, the adults or their broods. For example a 50% emb phenotype could be
because 50% of the adults are 100% emb, or could be because each adult is 50% emb.
A variable phenotype is seen when the penetrance of the phenotype is variable across
the replicates. Penetrance and variability are correlated; partially penetrant
phenotypes exhibit more variation between replicates than fully penetrant phenotypes.
Figure 4.4 shows a scatter plot of the median survival across the replicates for each
RNAi clone, plotted against the IQR for that clone, where it can be seen that partially
penetrant phenotypes tend to be more variable than fully penetrant phenotypes.
I decided to examine clones that show particularly high variance taking into
account their penetrance. I took the 60 most variable clones and looked at the images
by eye in order to evaluate whether the variance was real, i.e. not caused by DevStaR
errors, highlighted in green in figure 4.4. Out of this set of 60 genes, the high
variance in 44 clones could be explained by technical problems such as contamination
in many of the replicates, poor bacterial growth or what appears to be reduced
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effectiveness of the RNAi on certain dates. Contamination can repeatedly affect a
particular RNAi clone, possibly due to the clone itself being contaminated. Some of
the bacterial RNAi clones do not grow consistently, which can cause many replicates
of the clone to have no bacteria for the worms to eat so they die as larvae or young
adults and DevStaR may score them as sterile or larval arrest. The last problem I
found was unexpected: some RNAi clones showed a strong phenotype at the
beginning and end of the screen but a completely wild-type phenotype for a couple of
months in the middle. A likely explanation for this is that there was a technical
problem that occurred some time during the screening that was fixed later on and this
problem caused the RNAi to be less effective. Looking into this further, I chose to
look at a particular plate from our library, Vidal plate 7, because this plate contains
plenty of emb or ste phenotypes (~10 out of 96). When looking at the images from
this plate I found that some of the RNAi clones lost their phenotype on some dates
but other clones retained their phenotypes on all dates, I expect that the clones that are
more sensitive to RNAi dose may have lost their phenotype. Figure 4.5 shows the
proportion of clones on Vidal plate 7 that have less than 20 larvae per adult (ste or
emb) on each day the plate was tested.

The figure shows that many of the lethal

clones loose their phenotype between February 3rd 2010 and May 19th 2010. After
discussion with the experimentalists we came to the conclusion that the observation is
most likely attributed to problems in preparation of the bacteria. Similar patterns can
be seen on all the plates, though the pattern can be less obvious on plates containing
fewer genes exhibiting high embryonic lethality or sterility.
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Figure 4.4: Scatter plot of survival against IQR of survival for all clones in the genome
wide RNAi library. Variation tends to be higher for partially penetrant clones, indicated by
the red curve (expected variation using survival as probability of success from the binomial
distribution). Green area highlights 60 clones that were scored by eye to validate variability.

Figure 4.5: Proportion of the clones on Vidal plate 7 that were scored as ste or emb over
all the dates the plate was tested.

After removing clones with the problems explained above, we are left with 16
clones exhibiting extreme variability across the replicates, see table 4.1.

When
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looking at the images for these clones I saw the ruptured or protruding vulva
phenotype in many of the images (5 out of 16). The ruptured and protruding vulva
phenotypes are post-embryonic phenotypes related to problems in vulva development.
I also noticed that most of these genes are annotated in WormBase to have embryonic
lethal or sterile loss-of-function phenotypes, which suggests that in our screen these
clones are only partially knocked down, allowing the embryos to develop beyond
embryogenesis and exhibit post-embryonic phenotypes.
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Table 4.1: Highly variable genes scored bye eye. 16 out of 60 were found to be truly
variable (shown in table above).

I then decided to look into this group of genes to determine if there is anything
about these genes that may make them particularly prone to an incomplete
knockdown by RNAi or prone to a variable phenotype. One possibility is that these
genes are involved in the RNAi pathway, so knocking them down reduces the
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function of the RNAi pathway and leads to an incomplete knockdown. A genome
wide RNAi screen has been performed screening for genes essential for RNAi [23].
This screen found 90 genes essential for RNAi, although only one of these genes
shows up in our list of 16 very variable genes. However, if we take the top 2000 most
variable genes from our screen (RNAi clones with IQR greater than 0.19, the tail of
the distribution shown in figure 4.1), we find an enrichment for the essential RNAi
genes, we find 40 of the 90 genes essential for RNAi in our variable list,
hypergeometric p-value 8.77 x10-16. The authors of [23] also looked at all protein –
protein (P-P) interactions with the 90 genes essential for RNAi, looking for
connections within the essential RNAi genes and to potentially uncover further genes
involved in the RNAi process. Two of the 16 highly variable genes in our screen are
in the list of protein – protein interactions with the essential RNAi genes and the top
2000 most variable genes from our screen are enriched for genes in this proteinprotein interaction list, 62 out of 160 are in our list, hypergeometric p-value 6.14 x 1020

.
The Gene Ontology project [85] provides a vocabulary of terms to describe gene

product characteristics and annotations, these terms can be used to assign functions to
genes enabling functional enrichments to be searched for among lists of genes. I used
FuncAssociate [86] to look for gene ontology (GO) term enrichment within my 2000
most variable genes. I found many over represented and under represented GO terms
in the list of 2000 most variable genes. See appendix, table 6.2 and 6.3 for a
complete list of terms found enriched with adjusted p-value < 0.001. To summarize, I
found an over representation for genes annotated to be involved in chromosome
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organization, cell division, transcription, translation, RNA interference and
hermaphrodite genitalia development. I found an under representation for genes
involved in signal transduction, basic metabolism and the nervous system.
To further investigate whether RNAi clones giving variable phenotypes are
enriched for genes involved in pathways related to the RNAi pathway, I looked at the
top 2000 most variable genes in our screen for enrichments of genes in classes or
functions known to be involved or related to RNAi in C. elegans. Some of the smg
genes were found as essential for RNAi and in the list of genes that have P-P
interactions with the essential RNAi genes [23]. I find an enrichment for the smg
genes in our variable set, I find 5 out of 11 smg genes, giving a hypergeometric pvalue of 0.0046. The smg genes are involved in non-sense mediated decay (NMD)
and have been shown to be needed for the persistence of RNAi through the life of the
animal [87].
Chromosome organization GO terms were found enriched in our variable set and
Chromatin factors were found in the RNAi P-P interaction list [23]. Chromatin
factors control gene expression by modifying chromatin and creating transcriptionally
active and inactive chromosomal regions. Also chromatin factors have been shown to
be involved in RNAi: they have been shown to be important for the efficiency of
RNAi [36], therefore perhaps knocking down these genes leads to a variable
phenotype via an inefficient RNAi process. Chromatin modification and remodeling
has been implicated in establishing RNAi induced epigenetic effects [36], giving
evidence linking Chromatin to both RNAi and RNAi induced epigenetics.
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Another interesting enrichment I discovered in my variable set was an enrichment
for genes involved in the miRNA pathway. A genome wide miRNA pathway screen
[24] produced 61 genes needed for the miRNA pathway. Of these 61, I find 25 in our
variable list, hyergeometric p-value 1.6 X 10 -9. The miRNA pathway is thought to
be molecularly quite different to the RNAi pathway [23].
The enriched genes discussed above are all involved in gene regulation and have
some connection to RNAi or miRNA. It is not clear from these results whether the
variability we see in our experiment is due to damaging the RNAi system creating
incomplete knockdowns and therefore variable phenotypes or whether knocking
down genes involved in gene regulatory processes leads to variable phenotypes by a
general loss of robustness in the gene expression of the organism.

4.4 Phenotypic capacitors
Organisms exhibit environmental and genetic canalization, meaning that under
changes in environment or genotype, variation in phenotype is small [88]. It has been
suggested from simulations of evolved gene networks that there are many genes that,
when knockeddown individually, cause an increase in variation of the expression of
other genes and therefore phenotypes in the organism, when compared to the wild
type organism [88]. These genes when deleted cause the breakdown of genetic and
environmental canalization.

[88] suggested that many genes may exist only to

stabilize the gene network and therefore will not cause severe phenotypes when
knocked down individually.
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A screen was performed in S. cerevisiae to look for these genes, referred to as
phenotypic capacitors [43]. Yeast knock out mutants (n=4718) were screened for
increased variance in multiple morphological phenotypes, using image analysis to get
quantitative measures of the morphological phenotypes. This screen has similarities
to ours in that the authors were looking for individual genes that when knocked down
lead to variability. It differs from ours, however, in that we screened for variability in
one phenotype, embryonic lethality, whereas they were screening for variability in
multiple morphological phenotypes. Many genes were found that had appeared to be
potential phenotypic capacitors in the yeast study [43] as potential phenotypic
capacitors and there seems to be some similarity between the function of these genes
and the function of the genes we are finding in our variable set.
The yeast phenotypic capacitors tended to have higher degree in the yeast genetic
interaction network [43]. We find, using genetic interaction data from (Cipriani et al,
in preparation), that our variable set is enriched for genes with high degree in the
enhancing genetic interaction network: 12 out of 23 total genes with GI degree
greater than 4 are in our variable set, hypergeometric p value 1.28 X 10-6. We also
find two out of the six genes reported to be hubs in the GI network from Lehner and
colleagues [82] in our variable set. The phenotypic capacitors from [43] were found
to be enriched for various gene ontology categories: DNA maintenance including
chromosome organization, cell cycle and cell organization, response to stress, RNA
elongation, protein modification and finally mRNA production and nuclear pore
proteins. Two of these categories stood out as similar to enrichments that I found in
our variable set, chromosome organization and nuclear pore proteins. We find an
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enrichment for chromosome organization GO terms within our variable set and I
found that we have seven out of ten npp (nuclear pore protein genes) in our variable
set.
Unlike the S. cerevisiae screen [43] I do not find a strong enrichment for genes
envolved in stress response - I only find one out of nine hsp (heat shock proteins) in
our variable set.
S. cerevisiae does not have an RNAi system, although other yeast species do.
Interestingly, it has been found in these other species that RNAi is involved in
epigenetics by promoting heterochromatic silencing [89], linking RNAi and
chromatin in these species. I expect that if a screen similar to that of Levy and
colleagues [43] was performed in a yeast strain with RNAi, RNAi genes would show
up as phenotypic capacitors. Another interesting connection between phenotypic
capacitors and epigenetics is that hsp90 (a well known phenotypic capacitor) has been
found to have a role in epigenetics by causing heritable changes in chromatin [90],
suggesting that genes involved in epigenetic mechanisms may lead to more variable
phenotypes when knocked down.

4.5 Conclusion
DevStaR automatically scores C. elegans high throughput screen data,
outputting a quantitative phenotype. This allows us to perform screens with high
replication and look at statistics of the phenotypes found, such as the variability and
penetrance of the phenotype. From our screen I discovered that genes involved in
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various gene regulatory systems such as RNAi, miRNA and chromatin tend to give
rise to more variable phenotypes when knocked down by RNAi. Further experiments
will be required to better understand whether this observation is due to RNAi being
the method of knock down, leading to incomplete knockdowns, or whether this
observation is due to a disruption of the fine-tuning of gene regulation in the
organism. An alternative approach would be to use knockout mutants. It may also be
beneficial to measure the variability of RNAi replicates repeated on the same date and
plate to remove the bacteria preparation batch effects and therefore increase
confidence that the RNAi was equally as effective in all replicates. Many of the
genes that I have discussed here that are enriched in our variable set have also been
reported to be components of epigenetic mechanisms, perhaps suggesting that the
fine-tuning of gene expression is controlled by epigenetic mechanisms. Therefore, it
is possible that genes involved in epigenetic mechanisms will tend to have more
enhancing genetic interactions and be more likely to be phenotypic capacitors.
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Chapter 5

Conclusion and Discussion

In this thesis I have described DevStaR, an image analysis system for the
automated and quantitative analysis of C. elegans viability phenotypes from highthroughput image data.

When performing whole organism high-throughput

screening, often the first phenotype of interest is simply survival, or conversely
lethality, of the organism in the presence of genetic or environmental perturbations.
DevStaR can measure survival or lethality from images of populations of C. elegans
by recognizing and counting the different developmental stages in the image.
DevStaR is the only software that I know of, that is able to recognize C. elegans
developmental stages in images of mixed-stage populations, allowing the calculation
of the proportion of embryos hatched into larvae and subsequently the calculation of
embryonic survival. The mechanical steps of HTP screening in C. elegans can be
streamlined through the use of robotics, making large scale screens increasingly easy
to perform, the remaining bottle neck in these screens is the image data analysis.
DevStaR provides a solution to this bottleneck outputting a phenotype with resolution
greater than manual scoring and is automated and quantitative. The quantitative
phenotype output by DevStaR allows detailed examination of phenotype
characteristics such as variability and strength. I have shown how one can use
DevStaR to produce a quantitative measure of strength of genetic interaction from
HTP screens, only semi-quantitative GI scores have been possible previously with
manual scoring of HTP data. I have also shown the application of DevStaR to
measuring variability of a phenotype across many replicates of an experiment,
DevStaR was able to reveal groups of genes that tend towards a variable phenotype
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when knocked down by RNAi, this analysis would be difficult if not impossible to do
with manual scoring.
Simple extensions of DevStaR may be possible for the application of DevStaR to
measuring other phenotypes from HTP image data of populations of C. elegans.
Outputting the size of the worms in the image over time would allow the calculation
of growth curves. DevStaR can easily output statistics on the size of the animals, but
a complication in measuring phenotypes from time series data is that for DevStaR to
work optimally the well should be almost clear of bacteria. Either through the
development of experimental techniques to clear the well periodically of bacteria, or
through image analysis techniques to measure phenotypes in the presence of bacteria,
one should be able to extend DevStaR to the measurement of C. elegans growth
curves. Another desirable extension to DevStaR is the ability to measure multiple
larval stages within a population, without a priori knowledge of the stages within the
well.

A potential way to achieve this would be to cluster the C. elegans

developmental stages by size after first separating out the embryos, similar to the way
we fix labeling errors are fixed in DevStaR layer 4.
The layers of DevStaR can be used separately towards other applications in
biological imaging. Layer 1 (background modeling and subtraction) can potentially
be applied to any image with an inhomogeneous background or light source, a
common feature of microscopy images. Layer 2 (deformation of the object via the
skeleton) and 3 (SVM labeling of the object parts) can be applied to any problem
requiring the resolution of overlapping parts or the analysis of different shape parts
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separately, for example the tracing of branching or overlapping structures such as
neurons or plant roots or the recognition of morphological features such as cell shape.
Images exhibiting different levels of embryonic survival are prone to different
types of errors by DevStaR, an embryonic lethal image contains very different image
analysis challenges than a wild type image. DevStaR accuracy can potentially be
improved by applying different image analysis techniques at different strengths of
embryonic lethality. For images of complete or almost complete embryonic lethality
there are very few larvae in the well. Therefore if any noise in the well is mislabeled
as larvae then a large proportion of the larvae detected in the image will be labeling
errors leading to large phenotype errors. Conversely, when there is little embryonic
lethality, the wells are very crowded with larvae and the many overlaps and
occlusions in the images can cause DevStaR to be prone to undercounting larvae.
Also, in these images, the moving animals cause any debris in the well to clump
together and the debris can be mislabeled as embryos leading to an underestimation
of embryonic survival. Perhaps the solution to these problems is to run further
specialized analysis depending on the initial measurement of embryonic lethality, in
the lethal case focusing on reduction of incorrect larval labels and in the nonlethal
case focusing on getting an accurate measurement in a cluttered image.
Finally, I would like to be able to make my software publicly available for use in
other worm labs. In order to do so, it would be beneficial to provide a user interface
for the SVM labeling and learning part of DevStaR. Images from different labs may
vary slightly and optimal performance of DevStaR probably will require training of
the SVMs by each lab individually.

The object part labeling and SVM training is
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very time consuming and laborious, the development of a user interface for this task
will facilitate the process and one would be able to perform a smarter sampling
technique for the training set by iteratively adding to the training set any object parts
that were incorrectly labeled previously. Smarter sampling will reduce the number of
object parts needed in the training set by increasing the ease of providing the full
range of examples in the training set of each category.
In summary I have developed an image analysis system, DevStaR to provide
automated and quantitative scoring of viability phenotypes from HTP images of
populations of C. elegans. DevStaR reduces the need for human evaluation of images
and provides rapid quantitative output that is not feasible at high throughput by
manual scoring.
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Chapter 6

Appendix
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Figure 6.1: Images used for performance analysis of layer 1. Total number of objects
(connected components) from all five images is 1242.

96
Score

0

1

2

3

Embryo

Larvae

97

4

5

6

7

98

8

9

Figure 6.2: Semi-quantitative scoring. Example images for all score categories of both
larvae and embryos.
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Figure 6.3: DevStaR output distributions for each score category of embryo area and
larvae count.
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Table 6.1: Emb-8 suppressing interactions found using DevStaR GIscore. Sorted by the
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Table 6.2: GO terms over represented in top 2000 most variable genes.
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Table 6.3: GO terms under represented in top 2000 most variable genes.
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